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Abstract

The elite strategy consulting industry has become increasingly important

over the last 50 years, both as a vector of business strategies and as a popular

source of employment for top business talent. The personnel strategy of firms in

the industry seems puzzling at first glance. Firms expend significant resources

on the recruitment and training of recent college and business school graduates

with no prior consulting experience. Despite this investment, most of these

workers are encouraged to leave the firm after only a few years, even though

they are generally quite productive. I offer a model based on O-ring theory that

illuminates many of these practices. Consulting firms are characterized by the

sensitivity of output to workers’ general human capital, team production, and

partnership organizational structures. I show that high-cost recruitment pro-

grams, up-or-out promotion systems, and extensive general training programs

are complementary, both to each other and to the firm’s structural and produc-

tion characteristics. Hence, contrary to appearances, these practices represent

a coherent overall personnel strategy for elite strategy consulting firms.
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1 Introduction

Over the last century, management consulting firms have become an increasingly

important part of the business landscape in the United States. They have played a

key role in developing and spreading business strategy concepts that have become

standard throughout the world (Kiechel 2010). They have also been and continue

to be a draw for students looking to start careers in business, particularly at the

most prestigious schools. Almost one in three graduates of top MBA programs and

one in six graduates of elite colleges begin their careers as management consultants

(McKenna 2006, p. 3). These facts alone would make the consulting industry worthy

of study, even if it had no other distinctive features.

But the industry has distinctive features in abundance, particularly in its per-

sonnel strategy. Even though around a quarter of Harvard Business School students

have entered the consulting industry on graduation for each of the last 25 years, only

11% of HBS alumni remain in the field (Kiechel 2010, p. 276). Despite this high

turnover, elite consulting firms expend significant resources recruiting and training

entire classes of new workers annually. Former consultants are not untalented. Typ-

ically, these ‘alumni’ become quite successful in new jobs, often advancing faster in

the hierarchy than former classmates that started at the entry level at the same firm

(Kiechel 2010, p. 277). This bundle of personnel practices presents a puzzle for stan-

dard economic theory. Why would a firm invest such significant resources into hiring

and training workers who will mostly leave the firm after a short period of time, and

why would the let those workers leave when they are demonstrably still productive?

1



The purpose of this paper is to disentangle the strands of this puzzle and present

a coherent account of why consulting firms handle human resources the way that

they do. I develop a formal model of consulting firms that illuminates their personnel

strategy. I shall argue that, counter to appearances, the various personnel practices of

consulting firms are complementary to one another, and together represent a coherent

strategy given the characteristics of the firms’ production processes.

Section 2 reviews the existing literature. Section 3 outlines the distinctive features

of the consulting industry and frames the central puzzles. Section 4 develops a formal

model which illuminates many of these puzzles. Section 5 concludes.

2 Literature Review

There has been little recent formal economic modeling of the consulting industry in

the United States. The literature on the consulting industry that does exist generally

falls into one of three categories: historical/practical, empirical, and sociological. I

will review each in turn.

Several books have been written on the history of the consulting industry. McKenna

(2006) traces the rise of the consulting profession over the last century, with special

focus on how the market for consulting services was shaped by the changing regula-

tory environment. More recently, Kiechel (2010) chronicled the rise of elite consulting

firms from the 1960’s on. He focuses especially on the “Big 3” of McKinsey, Boston

Consulting Group (BCG), and Bain & Company. Kipping (1999) recounts the history

of how American consultancies expanded into Western Europe during the twentieth
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century. Many of the most detailed descriptions of the operations of the consulting

industry can be found in books written for a practitioner audience. One of the most

comprehensive is Kubr (1996), which covers, among other topics, the purpose and

scope of consulting services, client relationships, the consulting process, marketing,

human resources, and professional ethics. Maister (1993) covers similar ground for

professional service firms more generally, and is likewise targeted at an audience of

consulting managers. Naficy (1997) is aimed at students preparing to go through

the recruiting process and describes what the experience of working in a consulting

firm will be like should they be successful. While these works are usually descriptive

and historical rather than theoretical, they provide a useful background for analytical

work.

Researchers have done a fair amount of empirical work on the consulting industry,

although in the United States this mostly occurred in the 1970’s. For example, Miner

(1971, 1973) studied the factors that contribute to success as a management consul-

tant. He found that individual success was correlated with a drive for “eliteness”

— identification with prestigious organizations or groups — rather than measures of

skill, although it is not clear that these results would hold for contemporary consult-

ing firms. Much of the more recent work has used data from European consultancies.

Richter and Schmidt (2006) and Richter and Schroeder (2008) conducted empirical

studies on the correlates of consulting performance and the organizational form of

consulting firms, respectively. While important, this branch of the literature has only

limited applicability to elite consulting firms in the United States, which are orga-

nized differently than their European counterparts and largely adopted their current
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form in the 1980’s. Turban and Cable (2003) conducted one of the few recent studies

of American firms, examining the relationship between perceived firm reputation and

applicant pool characteristics at two American MBA programs.

Much of the most recent theoretical work specific to the consulting industry has

come out of the fields of sociology and organizational theory. Armbrüster (2006)

surveys much of this work, and is itself a useful source of economic and sociological

perspectives on the market for consulting services and management of a consulting

firm. It is an active field which I will not attempt to summarize comprehensively,

but a few examples will give the flavor of the literature. Alvesson (2002) performed

a case study on the personnel practices of two Scandinavian IT/management con-

sulting firms, studying the importance of different concepts of the “ideal employee”.

Armbrüster and Kipping (2003) used evolutionary economics, information economics,

and embeddedness theory to examine changes in the global consulting market dur-

ing the 1990’s. Glückler and Armbrüster (2003) examined the importance of trust

and reputation in the market for consulting services from an embeddedness theory

perspective, with some data analysis of the German market. As the prevalence of

ümlauts in the authors’ names might suggest, much of this work has come from

European academics with primarily a European or international focus.

Though work on the consulting industry has come out of various disciplines, rela-

tively little has been done from a theoretical economic perspective, especially on elite

American strategy consultancies. Nonetheless, economic theory has the potential

to illuminate some puzzling features of elite management consulting. One promis-

ing path is outlined by Roberts (2004), who argues that complementarities among a
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firm’s possible strategies and organizational structures lead to coherent overall pat-

terns of firm design. Several studies have applied this idea to individual industries.

Kandel and Lazear (1992) developed a model of profit-sharing arrangements among

workers at a manufacturing plant. They suggest that these team-type arrangements

are more profitable when there is greater peer pressure and mutual monitoring, which

counteract potential free-rider effects. In a different context, Milgrom and Roberts

(1990) proposed a model of manufacturing production in which they find that various

manufacturing practices (such as flexible production lines, reliance on data, and an

emphasis on quality improvements) can be synergistic. Turning away from manufac-

turing, Rajan and Zingales (2000, 2001) have argued that human-capital-intensive

production is complementary with horizontal organizational structures. When these

complementarities exist, there will tend to be clusters of specific practices, represent-

ing a coherent overall strategy.

Empirical work has found evidence of this clustering. In the steel industry, Bon-

ing et al. (2001) found that problem solving teams were only implemented when

incentive pay plans were in place and were more likely to be implemented when there

was greater technological complexity in the production process. These results match

the theoretical prediction that incentive pay and technological complexity are com-

plementary to problem solving teams.

Taken together, these models suggest an explanation for the distinctive charac-

teristics of consulting firms: Its various practices are complementary and each form

part of a coherent strategy. Indeed, Lazear and Oyer (2009) speculate that “team-

based productivity may be more important when firms invest in selecting employees
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carefully, training people in the system, and other practices.” I shall now outline in

more detail the distinctive practices to be explained.

3 Distinctive Features of the Consulting Industry

As in other professional service industries like law, accounting, and investment bank-

ing, most elite firms in the consulting industry are organized as private partnerships.

The partners own the firm, cultivate clients, and provide leadership on consulting

engagements. Non-partner consultants, typically arranged in several distinct levels,

work in teams for specific client cases. They are responsible for the bulk of the re-

search and analytical work of the case, and have the most direct day-to-day contact

with the client organization (Naficy 1997, p. 5). Teams do not have a fixed mem-

bership, but are constructed on an ad hoc basis for each new case. Team members

have individual responsibility for specific sub-tasks, each of which must be completed

successfully for the team to be productive overall. Consultants, especially at the

more junior levels, tend to remain generalists, not specializing in specific industries

or analytical techniques. They are supported by a staff that handles the technology,

administrative, accounting, and other needs of the organization.

Since the 1960’s, elite consulting firms have recruited primarily from top business

schools (McKenna 2006, p. 158). Even within this pre-selected pool, the top firms

target students who stand out. For example, when Bruce Henderson was recruiting

new consultants for Boston Consulting Group at Harvard Business School, he took

out advertisements particularly aimed at Baker Scholars, whose grades placed them
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in the top 5% of their class (Kiechel 2010, p. 9). Competition among students for

these jobs can be fierce. Firms interview as many as 20 candidates per open position

(Kubr 1996, p. 671), and acceptance rates at the elite firms are lower than at any Ivy

League college (Rivera 2011, p. 7). The competition for workers among consulting

firms can be equally intense — firms sometimes refer to the recruiting process as a

“war for talents” (Armbrüster 2006, p. 179). These firms incur significant costs in

prosecuting this “war”, typically pulling their own full-time consultants away from

billable client work to conduct interviews (Armbrüster 2006, p. 184). Despite the

competition on both sides, consulting has proved an extremely popular field for recent

graduates, especially from elite schools. Since 1985, roughly one quarter of Harvard

Business School’s graduating class has entered the consulting industry (Kiechel 2010,

p. 275). As a former McKinsey Managing Director has noted, “we consistently rank

as the single most attractive employer of young people coming out of business schools

and colleges, in every country that we work in” (Gupta and Singh 2001, p. 35). At

least in part, this popularity is likely due to the high salaries that consulting firms

offer. Newly hired consultants with BAs can expect total first year compensation of

$70-100,000, while those with MBAs will earn $135-180,000 (Rivera 2011, p. 3).

These new hires may have little to no experience in the industry. Firms seek “gen-

eralists” for the entry level positions and do not consider prior corporate experience

a prerequisite for a job offer (Rivera 2011, p. 3). This is not a recent trend: of the

first six consultants hired by Bruce Henderson at BCG in the 1960’s, only one had

any prior experience in the industry (Kiechel 2010, p. 9). In order to compensate

for their new hires’ lack of experience, consulting firms have extensive professional
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development programs. Firms train the newest hires in analytical and operational

techniques, so that the new consultants can contribute immediately on consulting

projects. Firms continue to conduct training throughout the employee’s tenure with

the firm. Initially this training is focused on analytical and team skills, but later

the focus shifts to management and marketing (Kubr 1996, p. 671). Consultants

also develop their skills through the broad range of case experience, high level of

responsibility, and exposure to senior managers they get through the course of their

employment (Naficy 1997, p. 6). The skills that consultants use and develop are

not parochial to the consulting industry or specific firms — they are skills that are

applicable to business generally (Naficy 1997, p. 6).

Consulting firms handle promotion through an “up-or-out” model. After a certain

period of time, consultants are either promoted to the next level in the hierarchy

or asked to leave the firm (McKenna 2006, p. 158). Promotion is by no means

assured, especially for those hired as undergraduates (Naficy 1997, p. 5). As a result,

personnel turnover is very high. Although data on the mostly privately-held firms in

the industry is hard to come by, in 2000, Accenture reported its personnel turnover

at 22% (Armbrüster 2006, p. 191). Also illustrative is that although roughly 25%

of Harvard Business School students annually enter the consulting industry after

graduation, only 11% of alumni overall are still in the field (Kiechel 2010, p. 276).

Former consultants at top firms are highly sought after by other consultancies and

by firms in industry (McKenna 2006, p. 208). Consulting experience can often be

a fast-track to a management position, bypassing the slower route of working one’s

way up through the corporate hierarchy from an entry level (Kiechel 2010, p. 277).
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A frequent path is for consultants to accept positions with former clients (Lazear

and Gibbs 2008, p. 88). “Alumni” of consulting firms frequently remain in contact

with their former employer, often hiring their erstwhile colleagues at their new jobs

(McKenna 2006, p. 208).

To summarize, the distinctive features of the elite consulting firms are:

1. Team production

2. Importance of general, rather than firm or industry specific skill

3. Ownership of the firm by partners

4. High fixed costs of hiring in the form of costly recruiting and training processes

5. Highly selective hiring, with emphasis placed on ability rather than experience

6. High employee turnover due to up-or-out employment models

7. Success of former consultants in non-consulting occupations

It is possible that a firm’s choosing to employ any one of these business practices

may be independent of its decision to use any of the others. But if complementarities

exist across business practices, the decisions may be intertwined. I will now construct

a model which reveals that these distinctive elements are in fact complementary

elements of a coherent system.

4 Formal Model of Consulting Firms

I construct the model in stages, starting with a production function for a represen-

tative team at a consulting firm. Extensions are then introduced that encompass

the firm’s strategic decisions to use high-cost recruiting, implement up-or-out sys-
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tems, and train workers. In each section, I also introduce and summarize the relevant

literature.

4.1 Production Process

My model for team production in a consulting firm is a modification of the O-ring

model introduced by Kremer (1993). In this production function, the team’s output

is a function of the product of the input of each team member, where each team

member’s input depends on his or her skill. Maister (1993, p. xv) argued that skill

is important for professional service firms generally, because the work requires a high

degree of customization and face-to-face client interaction. Since team members’

outputs are multiplied rather than added, the productivity of any one input into the

production function increases as the productivity of other inputs increase. In a team

context like a consultancy, highly skilled workers are thus disproportionately valuable,

because their presence in the team increases the effective contribution of the other

workers. A key implication of O-ring production is that in equilibrium, firms that

hire high skill workers for one job will tend to hire high skill workers for other jobs;

employing workers of heterogenous skill is suboptimal. This is the “Skill-Clustering

Theorem” (Basu 1997, p. 35).

Suppose a consulting firm is composed of individual teams made up of a single

partner and two associates. Workers live for two periods. In a representative team,

the partner hires the two associates that will be on his or her team from the general

labor pool at the beginning of each period. Every worker has some level of general
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human capital, represented by the index θ. Let θP be the skill of the partner and θAi

be the skill of associate i ∈ {1, 2}. At the end of each period, the partner retires, and

on average one of the associates is promoted to partner, with the remaining associate

or associates leaving the firm. Suppose that the general human capital represented

by θ is equally relevant to both the partner and associate roles. That is, for any given

worker, θP = θA. Let the team’s output y be given by

(1) y = θ2
P θA1θA2

Normalize the price of each unit output to 1. This functional form is a reasonable

representation of production in consulting firms. Within teams, consultants special-

ize on different sub-tasks. For these tasks to be useful, they must all be successfully

completed. The best data analysis is useless if the underlying data is flawed, and

the best interpretations of market conditions are of no value if they cannot be clearly

conveyed to the client. The increased weight given to the skill of the partner is appro-

priate because the partner has additional responsibilities above those of associates.

Partners develop and maintain the client relationship, assign tasks and set the overall

direction of the team, and convey the team’s conclusions to the client’s leadership.

It is immediately apparent from equation (1) that as the skill of one worker in the

team increases, the marginal productivity of increasing another team member’s skill

increases. Formally, ∂2y
∂θi∂θj

> 0 for all team members i and j, i 6= j.
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4.2 Associate Recruiting

Let w be the wage paid by the firm each period to each associate. If the firm can

observe the skill of potential associates directly, the hiring equilibrium is given in

Basu (1997). By the skill-clustering theorem, the firm will hire associates of identical

skill and pay each worker a wage that is increasing both in the workers’ skill and in

the number of workers employed.

The firm’s hiring becomes more complex, however, if worker skill cannot be pre-

cisely observed prior to employment. This situation is plausible, since low skill work-

ers will have an incentive to present themselves as highly skilled in order to garner

a higher wage. Furthermore, since consulting firms typically hire their associates

straight out of college or business school, potential associates often have had little or

no exposure to consulting, so past experience is at best an imperfect guide. However,

it is possible that the firm can at least partially distinguish low skill from high skill

workers if it makes additional investments in the recruiting process.

Previous work based on Kremer (1993) has varied in how much information is

visible to firms and workers. In Gavilán (2006), worker skill is perfectly observable,

while in Fitoussi et al. (2009), worker effort (which takes the place of skill) is not

observable. In Costrell and Loury (2004), there is imperfect information on worker

quality. However, the production function they employ is not quite an O-ring type

function — in their model, “the effect on output of raising the ability of a worker in

one job is assumed independent of the abilities of workers in other jobs.” And while

they consider comparative statics with regard to changes in the distribution of ability,
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their model does not allow firms to use different technologies to obtain different levels

of information on the quality of their workers. Fabel (2004) models two types of firms

with O-ring production, partnerships with that have perfect information on worker

quality and traditionally-managed firms that have no information. He finds that there

is a separating equilibrium in which high-ability workers work in O-ring partnerships

while low-ability workers work in traditional firms. My model reproduces this result

with a more plausible informational constraint. I make the novel assumption that

traditional firms have limited information on worker quality, but consulting firms

are able to employ some technology to garner additional information. I consider the

details of this technology now.

Suppose that for any given worker i, θi is drawn from a uniform distribution on

the range [0, θmax]. Each period, the firm may pay a cost R per worker to engage in

high-effort recruiting. This recruiting allows the firm to screen out applicants whose

skill is below some threshold θ∗, where 0 < θ∗ < θmax. The remaining applicants will

have skill uniformly distributed on the range [θ∗, θmax].

Since the firm cannot further distinguish workers based on skill, the partner will

hire two randomly from the narrowed pool, with expected skill equal to θmax+θ∗

2
. If the

firm did not spend R, they would be forced to hire randomly from the entire pool, with

the expected skill of the worker they hire equal to θmax

2
. Due to the complementarity

of worker skill, it will be suboptimal for the firm to use high effort recruiting for only

half of its associates. The firm will either use effort recruiting for both of its associates

or for neither of them.

Suppose that the partners are risk-neutral. In expectation, it is profitable for the
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partner to spend the screening cost R when

(2) θ2
P

(θmax + θ∗

2

)(θmax + θ∗

2

)
− 2R− 2wH > θ2

P

(θmax
2

)(θmax
2

)
− 2wL

which simplifies to

(3) θ∗(2θmax + θ∗) >
8

θ2
P

[
R + (wH − wL)

]

where wH and wL are the wages paid to associates under high- and low-effort re-

cruiting, respectively. Given a cost R, this condition is more likely to be met when

screening is more effective (θ∗ is high), when the partners are more highly skilled (θP

is high), and when there is high variance in skill (θmax is high). Inversely, the higher

θ∗, θmax, and θP , the higher R can be while still being a justifiable expense. Given the

selectivity of elite consulting firms and the fact that partners are themselves generally

the high-achievers in this already high-achieving pool, it is likely that elite consulting

firms satisfy the condition represented by inequality (3).

A high-effort recruiting strategy is stable — a firm that has used high-effort re-

cruiting in the past will have greater incentive to do so in the future. To see why,

consider how the firm’s recruiting strategy affects its partners. In order to maintain

its ranks of partners, the firm promotes one-half of its associates each period. Suppose

that the firm chooses which associates to promote using a Cutoff technology, wherein

associates whose observed skill θ is above some cutoff value are promoted to partner1.

1I consider an alternative promotion technology in Section 6.1 below.
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In expectation, the firm will promote one-half of its associates (and therefore replace

its departing partners) when the cutoff is set at the midpoint of the range of associate

skill, θmax+θ∗

2
. If the firm engages in high-effort recruiting, the expected θ of partners

promoted will be 1
2
(θmax + θmax+θ∗

2
) = 3θmax+θ∗

4
. If it does not, θ∗ is effectively zero,

so expected θP is 1
2
(θmax + θmax

2
) = 3θmax

4
. Figure 1 shows the distribution of expected

employment outcomes for workers of various skill levels.

Figure 1: Expected employment outcome by skill

Since on average one half of associates must be promoted to partner and θ∗ > 0,

partners promoted from associates that were screened via high-effort recruiting will

have greater expected skill than partners promoted from unscreened associates. Recall

that partner skill and associate skill are complements, so the greater the skill of the

partners, the greater the benefit from having highly-skilled associates. This can be

seen in Inequality (3), which is more likely to be true when θP is greater, ceteris

paribus.

This result is consistent with the practice of consulting firms, which have main-

tained their high-effort recruiting practices for decades (Naficy 1997, p. 4). Fabel

also provides a justification for the practice of using full-time consultants to conduct

interviews, noting that with the importance of team cooperation in O-ring produc-
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tion, current team members may be best positioned to judge a potential candidates’

ability and fit (2004, p. 427).

4.3 Up-or-out

To this point, I have assumed that associates that are not promoted are asked to

leave the firm rather than remain in their current position, but it is not immediately

obvious why that should be the case. Such “up-or-out” hiring systems are not the

norm in most industries, and it is not immediately obvious why consulting firms

should be an exception.

Oi (1962) pointed out that labor has both fixed and variable costs. Fixed costs

arise from the time and expense firms spend on identifying, hiring, and training new

employees. Ordinarily, one would expect the fixed costs of hiring each employee

to be inversely correlated with turnover. Consider a simple model of hiring where

the marginal worker has a marginal product MP , earns a wage w each period, and

is employed for t periods. Suppose that in hiring this worker, the employing firm

expends fixed costs FC. Hiring the worker is therefore profitable if (MP )(t) >

FC + (w)(t).

Solving this equation for FC yields the condition (MP − w)t > FC. When

MP > w, hiring is more likely to be profitable the longer the employee will be

employed. The higher the fixed cost of hiring, the longer the employee will need to

be employed in order for the hiring to be profitable. In other words, the longer the

period of time over which the firm can amortize its up-front investment, the greater

16



the investment they will be willing to make.

Consulting firms have both expensive recruitment and training programs (high

FC) and high employee turnover (low t). This presents a puzzle for this simple

account. Given the high costs that consulting firms spend to hire workers, why

should they have an up-or-out system that forces many of those workers to leave

after a short period of time?

A number of explanations have been offered for the benefits of up-or-out systems,

with mixed applicability to consulting firms. Kahn and Huberman (1988) analyze

a model in which a worker decides whether to make an unobservable investment in

firm-specific human capital. The firm then observes the worker’s productivity and

chooses whether to offer a high or low retention wage. In the absence of an up-or-out

system, the firm’s incentive ex post will be to offer a low retention wage. Expecting

this, the worker will not choose to make the human capital investment. An up-or-out

system allows the firm to commit to accurately appraising worker productivity by

removing its opportunity to retain a productive employee at a deflated wage — it

must offer the worker either the high retention wage or nothing. This creates the

proper incentives for the worker to invest. Though an important contribution, Kahn

and Huberman’s model does not account for several distinguishing features of the

consulting industry. Human capital investment is modeled as the worker’s rather

than the firm’s decision and the capital is firm-specific rather than general. It also

does not account for outside firms and the apparent success of former consultants.

Why should other employers be eager to hire workers who were forced out of their

last job for expending insufficient effort?
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Waldman (1990) addresses some of these concerns by introducing competing firms

and giving the worker an opportunity to invest in general rather than firm-specific

human capital. In this model, the worker’s investment in human capital not only

(probabilistically) increases her productivity at her current employer, but also her

productivity with other employers. For reasons similar to those in Kahn and Hu-

berman’s model, firms will offer up-or-out contracts under which high-productivity

employees are retained and low-productivity employees are terminated. As before,

these contracts give employees an incentive to invest in human capital, but in ad-

dition, the firms retain-or-fire decision signals employee quality to competitor firms.

These competitors will bid up the wages of a high-productivity employee until the

wage matches her contributions. Hence, the initial employer need not offer a high

retention wage in its up-or-out contracts; it can instead offer a relatively low wage

and rely on the signaling effect of its retention decision to provide sufficient incen-

tive to invest in human capital. Waldman’s model captures several of the distinctive

features of elite consulting firms, like their investment in general human capital and

the success of their former workers. However, it maintains the assumption that the

worker, not the firm, invests in human capital, and it does not explain why a firm that

expected many of its productive workers to leave would nonetheless incur significant

time and expense to recruit them.

Malos and Campion (1995) view up-or-out through an alternative framework that

addresses several of these issues. They model a professional service firm’s hiring of

a junior associate as an investment in a call option on a future partner. The firm

identifies a latent opportunity for growth and hires an associate with the option of
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promoting that associate to partner to take advantage of the growth opportunity. If

new information and the passage of time shows the opportunity to be sufficiently valu-

able, the firm exercises its option by promoting the associate to partner. Otherwise,

the option is abandoned and the associate is terminated, with the firm reinvesting

its now freed resources into new options. Firms have an incentive to invest in the

training and development of associates because doing so both increases the associates

productivity in the short run and increases the option value of promoting the associate

to partner. This model addresses many of the shortcomings of the Waldman model.

Firms have an incentive to invest in the training of many associates, because doing

so requires smaller individual investments and affords greater flexibility than hiring

a new partner to expand the firm directly. Furthermore, an associate’s option value

may justify their continued employment even if their current contributions to the firm

do not exceed their cost in the short run. Taken together, these explanations account

for the consulting firm practice of hiring and training many junior consultants, even

if most of those consultants will not be retained by the firm. However, Malos and

Campion do not bring these explanations together in a formal model.

The O-ring based model examined above can be extended to account for many

of the dynamics that Malos and Campion identify. In my model, a consulting firm

that hires an associate is essentially acquiring an option in a potential partner. The

firm doesn’t know the exact value of this option until the worker has been hired as an

associate. If this value is sufficiently high, the associate is promoted to partner. In

the model, the firm promotes all associates whose skill is above the expected skill of

a new hire. Averaged across time and multiple teams, the firm will promote one half

19



of its associates on average, enough to maintain the ranks of partners. For this firm,

any unpromoted associate they retain will have lower skill than the average new hire.

Hence, it makes sense for the firm not to retain those associates it doesn’t promote.

I shall now make this argument formally. The expected skill of a newly hired asso-

ciate when the firm uses high-effort recruiting is θmax+θ∗

2
. θ for unpromoted associates

is uniformly distributed on [θ∗, θmax+θ∗

2
], so the expected skill of an associate who was

not promoted to partner is θmax+3θ∗

4
. If the firm retains unpromoted associates, a

representative team will consist of a partner, a newly hired associate, and an unpro-

moted associate (who like all workers, retires after his second period of work). The

marginal cost of recruiting two associates rather than one under high effort recruiting

is R. Forcing out unpromoted associates is profitable if

(4)(3θmax + θ∗

4

)2(θmax + θ∗

2

)(θmax + θ∗

2

)
−R >

(3θmax + θ∗

4

)2(θmax + θ∗

2

)(θmax + 3θ∗

4

)

Which simplifies to

(5) R <
(3θmax + θ∗

4

)2(θmax + θ∗

2

)(θmax − θ∗
4

)

θmax > θ∗, so the right side of inequality (5) is always positive. This means forcing

out unpromoted associates is profitable when the variance in worker skill (θmax) and

the effectiveness of screening (θ∗) are sufficiently high. Given how selective elite

consulting firms are, with acceptance rates lower than all Ivy League colleges (Rivera

2011, p. 7), they likely fall into this category.
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4.4 Signaling

I next consider what happens to associates who are not promoted and leave the

consulting firm. As noted above, former consultants are typically successful at finding

good jobs once they leave the consulting firm. Several signaling-based explanations

have been offered for this phenomenon. One, emphasized by Waldman (1990), is that

an offer of promotion from an up-or-out firm signals that a worker has acquired general

human capital. Rival employers will be willing to offer high wages to these workers

because their human capital makes them more productive. It is not immediately

clear, however, how this applies to consulting firms, since most consultants leave the

firm without receiving an offer of promotion.

Suppose that the rest of the economy consists of firms with production functions

of the form

(6) z =
k∑
i=1

Bθi

where k is the firm’s number of employees and B is some production technology.

Recall that θ represents general skill, so it is appropriate that it affects production at

non-consulting firms. Production increases linearly with the skill of each worker, and

there are constant returns to scale. Thus, the marginal product of a worker i is Bθi.

Assuming that these firms operate in a perfectly competitive market, each worker

earns a wage equal to his or her expected marginal product. Since the marginal

product of hiring an additional worker is never negative, any unemployed worker may

be hired by the firm without a decline in productivity or profitability. Hence, there
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will be no unemployment.

Suppose that outside firms cannot observe θ, but can observe a prospective em-

ployee’s employment history and are familiar with consulting firms and the wider labor

market (they know θ∗ and θmax). Outside firms have a choice between two pools of

job candidates, consulting “alumni” (unpromoted associates) and workers who never

worked in a consulting firm. The θ of consulting alumni is uniformly distributed on

[θ∗, θmax+θ∗

2
]. The expected θ of a consulting alumnus is therefore θmax+3θ∗

4
.

The expected skill of workers who never worked in a consulting firm depends on

the fraction of the labor pool that consulting firms hire. Suppose that the relevant

labor pool (graduating MBA students or Ivy League undergraduates) has M total

workers and the consulting firm hires n of these. Since θ is uniformly distributed,

θmax−θ∗
θmax

is the fraction of workers with θ ∈ [θ∗, θmax], who might be hired by the

consulting firm. These workers have an expected θ of θmax+θ∗

2
, while the remaining

θ∗

θmax
of the labor pool has an expected θ of θ∗

2
. Assuming that all workers that receive

consulting offers accept those jobs, the expected θ of the overall pool of workers that

were not hired by consulting firms is

(7)
1

M − n

([(θmax − θ∗
θmax

)
M − n

][
θmax + θ∗

2

]
+

[
θ∗

θmax
M

][
θ∗

2

])

which reduces to 1
2
(θmax − n

M−nθ
∗). The expected θ of a consulting alumnus

will be greater than that of a worker not hired by a consulting firm if θmax+3θ∗

4
>

1
2
(θmax − n

M−nθ
∗). This inequality can be rearranged to θ∗

θmax
> 1

3+2 n
M−n

. Consulting
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alumni will thus have a higher expected θ when θ∗ is at least 1
3

of θmax, and this

threshold will be lower the larger the fraction of the labor pool is hired by consulting

firms. Intuitively, the greater the fraction of the highest skill workers employed by

consulting firms, the lower the average skill of the remaining workers. Given these

conditions, a risk-neutral outside firm will always prefer consulting alumni to other

workers. The consulting firm need not be especially good at screening out the least-

skilled workers for its average alumnus to have a higher skill than the average worker

not hired by a consulting firm. In the extreme case, where every worker with θ > θ∗ is

hired by a consulting firm, the expected θ of a consulting alumnus will be greater than

the expected θ of a worker never hired by a consulting firm for any value of θ∗ > 0.

The model thus shows that consulting alumni may be attractive potential employees

for outside firms where output depends on skill — a prediction that matches reality.

There is thus an important signaling benefit to working in a consulting firm. For-

mer consultants are “certified” as exceeding a threshold skill level. Even if consultants

receive no training that they can transfer to other occupations, this certification is a

valuable credential in labor markets where acquiring information on candidate quality

is costly or impossible.

An alternative explanation for the success of former consultants is implied by

the model of search firms put forward by Bull et al. (1987). Given the number of

employees they turn over, consulting firms may in effect act as search firms. Bull

et al. find that firms will prefer to hire employees via search firms even if the firms

have no technological advantage. This is because search firms can diversify away

sampling risk — the risk that an appropriate worker will be available when a firm
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wishes to hire. My model is consistent with this finding. Because former consultants

have passed through one screen (the initial recruiting process) and not passed another

(promotion to partner), their skill is relatively narrowly distributed. In terms of the

model, former consultants all have skill on the range [θ∗, θmax+θ∗

2
], while workers from

the general pool have skill on the range [0, θmax]. If a firm is looking for workers of

relatively high skill (above θ∗) but does not get disproportionate benefit from the very

best workers (close to θmax), they will prefer to hire former consultants if they face

some search costs. Although firms in my model do not face this tradeoff (because

they face constant returns to skill), many real-world firms may operate this way.

Hence, this provides another explanation for why former consultants are consistently

successful in finding new employment.

4.5 Associate Wage and Partner Earnings

Given these conditions, what wages will associates and partners earn? I take the case

of associates first.

Suppose that workers do not know their own θ, but are familiar with the labor

market and with the personnel practices of consulting firms. These assumptions are

reasonable in this context. Most new associates have no prior experience in consulting,

and so have no past evidence of their ability to consult. On the other hand, consulting

firms recruit in large numbers from the same places year after year, so potential

applicants are likely to be aware of their personnel practices from observing previous

recruiting cycles. Since workers and firms have the same information, workers will
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have estimates of their own θ identical to the estimates of their potential employers.

A worker offered a job as an associate has a subjective expected θ of θmax+θ∗

2
. He

updates his subjective expected θ to 3θmax+θ∗

4
if he is promoted to partner, or to

θmax+3θ∗

4
if he is not.

If consulting firms face a perfectly competitive market, they will earn zero eco-

nomic profit in equilibrium. This condition for a representative team is given by

(8) θ2
P θA1θA2 − π − 2wA = 0

where wA is the wage earned by each associate, and π is the partner’s earnings. Since

the partners own the firm, their earnings are in the form of residual profits. Solving

for π yields π = θ2
P θA1θA2 − 2wA.

The partners set wA. In order to maximize their profits, will set it at a level so

that workers will just prefer to join the consulting firm rather than join an industry

firm. Since workers do not know their own θ, their subjective probability of being

promoted to partner if they join the consulting firm is 1
2
. If workers anticipate that

market and firm conditions will remain unchanged in the subsequent period, potential

associates will expect a payoff of π if they are promoted to partner. If they are not

promoted, they anticipate working in a non-consulting firm, where they earn a wage

wR. Workers who receive an offer from a consulting firm but turn it down to join

an outside firm directly earn wN (I examine the values of wN and wR below). Let

workers have a discount rate δ ∈ [0, 1], such that 1 unit of utility in period n + 1 is

worth δ units of utility in period n.
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Assuming for simplicity that workers are risk-neutral and will always choose the

consulting firm when indifferent between it and an outside firm, the partners will set

wA such that

(9) wA +
1

2
δπ +

1

2
δwR = wN + δwN

That is, the partners will set wA such that the wage associates earn plus the expected

present value of being a partner or working at an outside firm in the subsequent

period equals the present value of working in an outside firm for two periods. The

wage that non-consulting firms will pay to former consultants (wR) and workers that

turn down consulting offers (wN) depends on its estimates of their skill. As outlined

in section 4.4, these firms expect the θ of former consultants to be θmax+3θ∗

4
. Since

marginal product is Bθ and workers earn their marginal product, wR = B θmax+3θ∗

4
.

To determine wN , suppose that outside firms recruit after consulting firms, and

that workers offered a consulting job are able to provide proof of the offer to outside

firms (perhaps by showing them their offer letter). In this case, the outside firm’s

(and the worker’s) expectation of the worker’s skill is θmax+θ∗

2
, and the offered wage

wN will be B θmax+θ∗

2
. Note that the expected skill of a worker with a consulting

offer ( θmax+θ∗

2
) is always greater than the expected skill of a worker in the general

pool without a consulting offer (1
2
[θmax − n

M−nθ
∗]). There is thus a second type of

signaling benefit that consulting firms offer applicants. Not only former consultants

benefit from a signal of their skill level — the mere offer of a job at a consulting firm

provides a positive signal of a worker’s skill. Workers can use this signal to get higher
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wages at an outside firm, even if they never work for the consulting firm.

Recall that π = θ2
P θA1θA2−2wA in competitive equilibrium. Substituting this into

equation (9) and solving for wA yields

(10) wA =
1 + δ

1− δ
wN −

δ

1− δ

(y + wR
2

)

where y = θ2
P θA1θA2 . The greater the wage that a worker could earn at an outside

firm (wN), the greater the wage he or she will demand to join the consulting firm. On

the other hand, as the worker’s opportunities in subsequent periods become greater

(y and wR increase), the lower a wage the worker will be willing to accept. That

is, the greater the present value of future opportunities opened up by working in a

consulting firm, the greater the willingness of workers to take a greater share of their

total compensation in the form of future opportunities.

How are associate wages affected by the firm’s effectiveness at screening appli-

cants? Substituting the values of y, wR, and wN into equation (10) and taking the

partial derivative with respect to θ∗ yields

(11)
∂wA
∂θ∗

=
B

2

( 1

1− δ

)(
1 +

δ

4

)
− δ

1− δ

(1

2

)(6θ3
max + 11θ2

maxθ
∗ + 6θmaxθ

∗2 + θ∗3

16

)

This equation is increasing in the productivity of outside firms (B) and decreasing

in the consulting firm’s screening ability (θ∗) and the variance in skill (θmax). It

is therefore indeterminate whether workers will demand higher or lower wages from

firms that are better at screening. Workers are willing to take a wage discount to
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be an associate because of the opportunity to earn greater wages in the future as

a partner. The higher θ∗ is, the more the firm produces, the greater the value of

being partner, and the more that associates are willing to forgo for the opportunity

to become one. Furthermore, an offer from a consulting firm signals that a worker

has a skill of at least θ∗. Workers are willing to pay for this credential in the form of

lower wages, and the more valuable the credential is (the greater θ∗), the more they

will be willing to pay.

On the other hand, once the consulting firm has signaled a worker’s skill by making

an offer, it must then compete against other firms who want to hire that worker.

The more productive the firm is (the higher B) the more it benefits from hiring

highly skilled workers and the greater the wages it will offer to workers with offers

from consulting firms. In the presence of such firms, the consultancy’s proficiency at

identifying skilled workers works against it because it draws attention to the workers

who are most desirable.

I now turn to the question of how much partners earn. Substituting the value of

wA from equation (10) into the equation for π and simplifying yields

(12) π =
1

1− δ
y +

δ

1− δ
wR − 2

1 + δ

1− δ
wN

Since 1 − δ < 1, a 1 unit increase in y yields a greater than 1 unit increase in π.

Partners benefit not only directly from the increased production, but also indirectly

because it makes becoming a partner more attractive, and hence lowers the wage

that associates are willing to accept. Furthermore, partners also benefit when former
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associates have greater success outside the firm (measured by wR), since associates

are again willing to take a wage reduction for longer-term benefits. This would justify

the firm expending some resources on helping former associates find good jobs after

they are not promoted.

How are partner’s earnings affected by the firm’s effectiveness at screening appli-

cants? Because greater proficiency at screening applicants increases production but

may also increase the wages that the firm must pay its associates, it is not immedi-

ately clear whether partners at firms that are more effective at screening will earn

more or less than their counterparts at firms that are less effective. Substituting the

values of y, wR, and wN into equation (12) and taking the partial derivative with

respect to θ∗ yields

(13)
∂π

∂θ∗
=

1

1− δ

(6θ3
max + 11θ2

maxθ
∗ + 6θmaxθ

∗2 + θ∗3

16

)
+

B

1− δ

(7

4
δ − 1

)

∂π
∂θ∗

is always positive if ∂y
∂θ∗

> B (see section 6.2 for the derivation). Qualitatively, the

partners profit from greater proficiency at screening when their firm’s production is

more (positively) affected by their ability to screen than is the production of outside

firms. The greater B, the more sensitive the outside firm’s production is to the

skill of workers, and the more they will bid up the wages of workers offered jobs

by consulting firms. When ∂y
∂θ∗

> B, the consulting firm sees enough increase in

production from screening workers more precisely to offset the higher wages they must

pay, and partner’s earnings will increase as screening improves. Therefore, firms that

invest more resources on screening are likely those whose output is especially sensitive
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to worker skill, relative to outside firms.

4.6 Training

The literature on on-the-job training is extensive. Mincer (1962) argues that on-the-

job training can serve as a substitute for formal schooling. Becker (1964) distinguishes

between two types of this training: general training that improves the workers pro-

ductivity at all firms and specific training that improves the worker’s productivity

at only his current firm. In perfectly competitive labor markets, workers receive the

full benefits of general training and will therefore bear its full cost. Gould (2002)

has found empirical evidence that the importance of general skill is increasing in the

United States, so it is no surprise that a number of authors have looked at firms that

provide general human capital training at their own expense, counter to the general

theory. Stevens (1994) and Acemoglu and Pischke (1998, 1999) find that firms can

reap some of the benefits of transferable training when they can take advantage of

market frictions such as market power. These benefits are realized when the firm

retains the workers after training is completed. Therefore, the greater the firm’s

likelihood of retaining a trained worker, the stronger will be its incentive to invest.

Consulting firms, which have both high levels of training and high levels of personnel

turnover due to their up-or-out system, are not well-captured by this model.

Existing empirical studies of the relationship between general training and turnover

have only limited applicability to consulting firms. Manchester (2008) found empirical

evidence that general skill training is associated with lower turnover, but the data was
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drawn from workers at a nonprofit whose initial skill levels were significantly lower

than that of associates in consulting firms. Autor (2001) found the opposite result

in data from the temporary help industry, but again these workers had significantly

lower initial skill levels than associates in consulting firms. Noting that the literature

on general training has so far focused on relatively low-skilled workers, Lazear and

Oyer (2009) have suggested that research on human capital investment for high-skill

workers would be a fruitful area of study. This is what I now attempt.

Suppose now that the firm has the option to train its associates, at cost c per

associate. In a consulting firms, this training takes the form of a combination of

formal instruction, mentorship, a broad range of case assignments, high levels of

individual responsibility, and exposure to experienced managers (Naficy 1997, p. 6).

If an associate is trained, her θ will be multiplied by α > 1 in both the current and

the following period. Since training is multiplicative rather than additive, workers

that are more skilled to begin with will benefit more from training. That is, training

and skill are complements. There is some evidence for this complementarity. In their

econometric analysis, Richter and Schmidt (2006, p. 377) found that the interaction

term between education level and consulting experience was statistically significantly

associated with higher performance. If education level can be taken as a proxy for

initial skill and length of consulting experience can be taken as a proxy for training,

this result would suggest that a complementarity between skill and training does exist.

Even if one does not accept this evidence, this complementarity is not essential for the

results that follow, and representing training as additive rather than multiplicative

would not dramatically change the qualitative results. I will use the multiplicative
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form for convenience.

Let the subscripts τ and ¬τ denote a parameter when the firm trains and does

not train, respectively. Modifying equation (8) for the case of a firm that trains yields

πτ = yτ − 2wA,τ − 2c. The associate wage in a firm that trains can be obtained by

replacing wA, π, and wR, with wA,τ , πτ , and wR,τ , respectively, and substituting in

the value of πτ . Solving for wA,τ yields

(14) wA,τ =
1 + δ

1− δ
wN −

δ

1− δ

(yτ + wR,τ
2

)
+

δ

1− δ
c

Substituting this back into the equation for partner earnings and solving for πτ yields

(15) πτ =
1

1− δ
yτ − 2

1 + δ

1− δ
wN +

δ

1− δ
wR,τ − 2

1

1− δ
c

It will be profitable for partners to expend the cost of training when πτ , as expressed

in equation (15), is greater than π¬τ , as expressed in equation (12). After substitution,

πτ > π¬τ simplifies to

(16) (yτ − y¬τ ) + δ(wR,τ − wR,¬τ ) > 2c

The greater the increase in productivity from training (yτ − y¬τ ) and the greater the

present value of the difference between the wages of trained and untrained former

consultants (wR,τ − wR,¬τ ), the more likely it is for training of a given cost to be

worthwhile. There are two ways that training increases productivity. So long as

α > 1, training a worker will increase team output directly by increasing that worker’s
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effective skill. In addition, due to the cross-complementarity of worker skill, training

one member of a team will also raise the productivity of the other members of the

team. Note that both of these mechanisms have a greater impact when team members

have higher initial skill.

Turn now to the second influence on the training decision. Since the labor market

for former consultants is perfectly competitive, wR,τ will just be the marginal product

of a trained former consultant, or Bα( θmax+3θ∗

4
). Hence, wR,τ − wR,¬τ > 0 whenever

α > 1. Thus, the more patient workers are (the higher δ is), the more likely it

is for training to be profitable for the firm. As per equation (10), the greater the

wage of former consultants, the lower the wage that workers demand to be associates

— essentially, they bear a portion of the cost of their training as a discount in their

wages. The greater this discount, the more of the firm’s revenues that the partners can

retain as earnings. Note that these two effects would be qualitatively the same if one

assumed no complementarity between skill and training. So long as the consulting

firm’s production is greater when associates are trained, and so long as training

increases the skill that former consultants can bring to bear on their new jobs, training

will still be profitable for the firm under similar circumstances.

A few further results are generated by this model. First, the productivity gains

to the firm need not exceed the cost of training; it is possible for inequality (16)

to be satisfied when yτ − y¬τ < 2c, so long as δ(wR,τ − wR,¬τ ) is sufficiently large.

Hence, training will be more common than predicted by a simple model that only

accounted for the effects of training on productivity. Second, providing training is a

stable strategy for firms. Recall that the profitability of training is increasing in yτ ,
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which is itself increasing in partner skill since yτ = θ2
P (αθA)2. When α > 1, partners

promoted from trained associates will have greater skill on average than partners

promoted from untrained associates: θP,τ > θP,¬τ . Training is thus a self-reinforcing

strategy over time — training increases the effective skill of future partners, and

more skilled partners have a greater incentive to train. This is analogous to the result

in section 4.2, where high-effort recruitment is also a dynamically self-reinforcing

equilibrium.

Although the effectiveness of general skill training is difficult to gauge, the amount

of material covered and energy expended by consulting firms in training and profes-

sional development suggests that their α is rather high. The success of former consul-

tants further explains a consulting firm’s decision to train its associates. In addition

to being suggestive of the training’s effectiveness, the success of former consultants

has a direct influence on the firm’s decision to train because the prospect of greater

success as an alumni induces associates to accept lower wages in the present. Given

these characteristics, my model thus explains a puzzle for the current literature: why

consulting firms provide general training to already highly-skilled workers despite

high turnover.

4.7 Further Extentions

4.7.1 Extensions of the model

Although this model provides valuable insight into many otherwise puzzling aspects

of the consulting industry, the analysis here is by no means exhaustive. The model
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could be extended in several directions. I have assumed that a workers skill in the

partner role is perfectly correlated with her skill in the associate role. But since

the day-to-day skills involved are not identical, it is possible that someone who is a

mediocre associate would make a strong partner and vice versa. One might explore

how the results in this paper would change if one were to decouple θP from θA.

Another possible extension is to change the firm’s hierarchical structure. In prac-

tice, there are several intermediate gradations between an entry-level associate and a

partner, each with its own unique place on the hierarchy. It is also the case that part-

ners generally stay in their role longer than associates stay in theirs. Furthermore,

there are often more than just two associates or junior level workers for each partner.

Modifying the model by introducing additional intermediate roles, allowing partners

to stay for several periods, or varying the ratio of associates to partner could have

some interesting results.

One could also take a more nuanced look at recruiting. I have assumed that

the size and quality of the pool of applicants is exogenous, but this may not be the

case. Firms with better reputations may attract more and better qualified applicants.

Turban and Cable (2003) have found evidence for this. If a better applicant pool

allows the firm to hire better workers, and these better workers in turn increase the

reputation of the firm, this may be a self-reinforcing system. Extending my model by

endogenizing applicant quality may yield interesting theoretical results.

Finally, one could endogenize the organizational form of the consulting firm. Some

similar work theoretical work along these lines has already been done. Rajan and Zin-

gales (2001) create a model which predicts that firms that rely more on human capital
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will have more horizontal structures. However, they do not examine O-ring style team

production. Fabel (2004) does model firms with O-ring style team production, and

his model suggests that high ability workers will prefer to join partnerships rather

than traditionally managed firms. However, his model relies on partnerships hav-

ing perfect information on worker quality while traditionally managed firms have no

information. His model could be modified to use the less stringent but more plau-

sible informational assumptions that I employ. These predictions could be tested

against the kind of empirical evidence on organizational form examined by Richter

and Schröder (2008). I shall now suggest some of the other predictions of my model

that empirical testing could verify.

4.7.2 Empirical tests

The model predicts that team production, high-effort recruiting, highly-skilled work-

ers and partners, high productivity, up-or-out promotion systems, extensive training

programs, and successful former workers will tend to appear together. Although I

have noted that these predictions are consistent with the anecdotal evidence in con-

sulting firms, a more rigorous empirical approach (both in the consulting industry

and in other similar industries) could further clarify the results.

Another area where empirical work would be useful is in establishing the relative

importance of two factors that lead to the success of former consultants. The two

mechanisms in the model that affect the success of former consultants are the skill

signaling effect of their having been selected to work in a consulting firm, and the

value of the training they received while there. Because these two effects are com-
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plementary (consultants with greater initial skill benefit more from training), it is

difficult to disentangle their effects to determine whether one has a greater impact.

The mechanisms could be disentangled by comparing the success of former consul-

tants with the success of workers who were offered consulting jobs, but decided not

to take them. Recall that the expected skill of a former consultant is α θmax+3θ∗

4
, while

the expected skill of someone offered a job at a consulting firm is θmax+θ∗

2
. Since

θmax+θ∗

2
> θmax+3θ∗

4
, if training is of relatively little value (α is not much greater than

1) one would expect workers who turned down consulting offers to be more successful

than former consultants ceteris paribus. On the other hand, if former consultants are

as or more successful than those that turned down consulting offers, this would be

evidence for the value of training.

5 Conclusion

In this paper, I have identified an important industry with many apparently puzzling

features in how it handles human resources. Using a novel application of Kremer’s

O-ring theory within an approach identified in Roberts (2004), I have shown that the

the individual personnel policies employed by consulting firms are complementary

with one another and the characteristics of its production.

Consulting firms are partnerships, where the partners have control over personnel

decisions and receive the residual profits of the firm. The basic unit of production is a

team of partners and associates, where a greater contribution from one team member

raises the productivity of the others. A team member’s contribution to production
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depends on his or her general human capital.

Because this structure implies high returns to worker skill, it is complementary

with a high-effort approach to recruiting the most capable workers. The complemen-

tarity works in both directions — high-effort recruiting leads to more skilled partners,

which in turn raises the return to high-effort recruiting. This implies that high-effort

recruiting is a stable strategy over time.

Given the high returns to skill and the existence of high-effort recruiting, up-or-

out policies are particularly profitable. Such strategies allow the firm to leverage its

most skilled workers by giving them the important role of partner, while enabling

it to replace its less-skilled workers with a new and potentially more skilled cohort.

But because the consultants who are let go are more skilled than the average non-

consultant, they will likely be hired into good positions at non-consulting firms.

Training is complementary to worker skill. An increase in one person’s produc-

tivity increases their team members productivity, and this effect is greater when the

team members are more skilled to begin with. Again the complementarity works in

both directions — because training raises the effective skill of workers, it in turn raises

the returns to training, making training a stable strategy over time.

These strategies affect not only the firm’s output, but its costs as well. The

prospect of either becoming partner or finding a good position at an outside firm

increases the attractiveness of the consulting firm to potential employees. This ex-

erts downward pressure on the wages that potential employees demand, leaving more

residual profits for the partners. This effect is augmented by the training that consul-

tants receive, which increases their prospects for success at outside firms and hence
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exerts further downward pressure on wages.

In conclusion, the apparent contradictions of consulting firms’ personnel policy

are merely illusory. In fact, they are a reasonable response to its production char-

acteristics. Given the importance of general skill in its production process, it is a

coherent and potentially profitable strategy for a consulting firm to expend signifi-

cant resources to hire and train workers, promote the best, and let the rest go even

though they are not unproductive.

6 Appendix

6.1 An Alternative Promotion Technology

The Cutoff promotion technology used in the model — where firms promote workers

with θ > θmax+θ∗

2
— requires the firm to be able to accurately assess the skill of

its associates to the degree that it can determine whether any given associate is

above or below the midpoint of the skill distribution. However, Lazear and Rosen

(1981) suggested that this degree of information is not always available to firms. An

alternative promotion technology, conceptually similar to the the one explored by

Lazear and Rosen, is for the firm to promote the best worker on each team. Unlike

the Cutoff technology, this “Best Worker” technology only requires the firm to be

capable of observing relative rather than absolute skill. In this section, I recreate

the results from section 4 assuming that consulting firms use the Best Worker rather

than the Cutoff promotion technology. The main qualitative results are the same,
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but there are some interesting subsidiary differences.

6.1.1 Expected Partner and Alumni Skill

Best Worker firms will have lower expected partner skill than Cutoff firms. Intuitively,

the Best Worker firm will promote the same workers that a Cutoff firm would when

a team has one below average and one above average worker. However, when there

are two below average workers on a team, the Best Worker firm would promote the

less weak of the two while the Cutoff firm would promote neither. And when there

are two above average workers on a team, the Best Worker firm would promote only

the strongest, while the Cutoff firm would promote both.

Formally, the expected θ of a partner promoted in a Best Worker firm is the

average value of the higher of θ1 and θ2 where each is drawn i.i.d. from the range

[θ∗, θmax]. The expected value of max (θ1, θ2) is

(17)

(
1

2

)−1

· 1

(θmax − θ∗)2

∫ θmax

θ∗

∫ θmax

θ1

θ2dθ2dθ1

which reduces to 2θmax+θ∗

3
. This is less than 3θmax+θ∗

4
, the expected θ of partners

promoted under the Cutoff technology, confirming the intuition.

Recall that partners and unpromoted associates are drawn from the same pool.

Given identical θmax and θ∗, if a Best Worker firm promotes weaker partners than a

Cutoff firm, its unpromoted associates must be therefore correspondingly stronger.

Formally, E(min(θ1, θ2)) = θmax+2θ∗

3
> θmax+3θ∗

4
.
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6.1.2 Associate Recruiting

Firms deciding whether to engage in high-effort recruiting will do so as long as in-

equality (3) is satisfied. However, since average θP will be relatively lower in a Best

Worker firm, its high-effort recruiting strategy will not be as robust to changes in

parameters over time. For example, an exogenous downward shift in θ∗ might cause

inequality (3) to not be satisfied in a Best Worker firm, where the average value of

θP is only 2θmax+θ∗

3
. In a Cutoff firm where θP is 3θmax+θ∗

4
, however, inequality (3)

might remain satisfied after an identical shift. Intuitively, high-effort recruiting is

more likely to be a worthwhile long-term strategy when the firm can observe θ more

precisely ex post.

6.1.3 Up-or-out

Under certain conditions, Best Worker firms, like Cutoff firms, will find it advan-

tageous to force out unpromoted associates rather than retain them. That is, the

qualitative results in section 4.3 hold true for Best Worker firms as well as Cutoff

firms. Since a Best Worker firm has less information than a Cutoff firm, it is un-

able to determine the skill of a unpromoted associate with precision. Unlike a Cutoff

firm, a Best Worker firm cannot know with certainty that an associate it chooses not

to promote has a lower θ than the average newly hired associate. However, since

it cannot observe θ, the firm must have a blanket policy of either retaining or not

retaining nonpromoted associates — it cannot pick and choose which unpromoted

associates to retain. Since the firm knows that unpromoted associates are less pro-
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ductive than their teammates, it knows that they are likely to be less productive on

average. Therefore, it may still be worthwhile for the firm to force out nonpromoted

associates and replace them with new hires that are likely to be more productive on

average.

Formally, the expected skill of a nonpromoted associate is θmax+2θ∗

3
, while the

expected skill of a newly hired associate is θmax+θ∗

2
. It will be profitable for a Best

Worker firm to recruit an additional new associate (at cost R) if

(18)(2θmax + θ∗

3

)2(θmax + θ∗

2

)(θmax + θ∗

2

)
−R >

(2θmax + θ∗

3

)2(θmax + θ∗

2

)(θmax + 2θ∗

3

)

Inequality (18) is a modification of inequality (4). It simplifies to

(19) R <
(2θmax + θ∗

3

)2(θmax + θ∗

2

)(θmax − θ∗
6

)

which has similar properties to inequality (5). Here again, however, up-or-out promo-

tion is less likely to be a stable strategy in a Best Worker firm than in a Cutoff firm.

Note that the first and last terms of the right side of inequality (19) are smaller than

the corresponding terms in the right side of inequality (5). An exogenous increase in

the marginal cost of recruiting (R) could cause inequality (19) not to be satisfied in

a Best Worker firm, while an equal shift might still leave inequality (5) satisfied for a

Cutoff firm.

To make the argument informally, recall the intuition that an up-or-out strategy
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is worthwhile because unpromoted associates will on average have lower skill than a

new hire. Since unpromoted associates in Best Worker firms are stronger than their

counterparts in Cutoff firms, the gap in skill will be smaller. Note also that because

partner are less skilled in a Best Worker firm, the firm sees less of an increase in

productivity from hiring more highly skilled workers. Best Worker firms therefore see

less benefit than Cutoff firms from forcing out unpromoted associates, and are thus

not willing to bear as high a cost to do so.

6.1.4 Signaling

From equation (7), the expected skill of a worker not hired by a consulting firm is

1
2
(θmax − n

M−nθ
∗). The expected θ of a Best Worker alumnus will be greater than

that of a worker never hired by a consulting firm if θmax+θ∗

3
> 1

2
(θmax− n

M−nθ
∗). This

inequality can be rearranged to θ∗

θmax
> 1

4+3 n
M−n

. Best Worker alumni will thus have a

higher expected θ when θ∗ is at least 1
4

of θmax, and this threshold will be lower the

larger the fraction of the labor pool is hired by consulting firms. This is a similar result

to that found for Cutoff firms in section 4.4, except that the threshold of θ∗ for which

hiring Best Worker alumni is worthwhile is lower and declines faster as the share of the

labor pool hired by consulting firms increases. This makes intuitive sense because Best

Worker firms have a ”leakier” mechanism for retaining the best talent. Since a Best

Worker firm retains fewer of the strongest workers and more of the weakest workers,

its cohorts of unpromoted associates tend to be more skilled. Hence, they make more

attractive hiring targets for other firms. Unpromoted associates hired by these firms

will earn wR = B( θmax+2θ∗

3
). This wage is higher than that earned by unpromoted
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Cutoff associates, commensurate with the higher average skill of unpromoted Best

Worker associates.

6.1.5 Associate Wage and Partner Earnings

The wages of associates and the earnings of partners in a Best Worker firm are

determined the same way as in a Cutoff firm and are given by equations (10) and

(12) respectively. However, the y and wR terms will have different values depending

on the promotion strategy used (the latter as explained above, the former because θP

will be different). Take associate wages first. The term (y+wR) in equation (10) will

be greater for firms using the Best Worker strategy (and hence wA will be less) when

(20)(2θmax + θ∗

3

)2

θA1θA2 +B
(θmax + 2θ∗

3

)
>
(3θmax + θ∗

4

)2

θA1θA2 +B
(θmax + 3θ∗

4

)

which, after substituting in θA1 = θA2 = θmax+θ∗

2
, reduces to

(21) 12B >
(θmax + θ∗

2

)2(
17θmax + 7θ∗

)

Compared to their counterparts in Cutoff firms, Best Worker associates will take less

of their compensation as wages when the productivity of outside firms (B) is relatively

high and the variance in skill (θmax) and the consulting firm’s screening ability (θ∗)

are relatively low. Intuitively, outside firms expect unpromoted associates from Best

Worker firms to have greater skill than those from Cutoff firms, so they will pay the
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Best Worker “alumni” more. The more productive the outside firm, the greater the

difference in expected marginal product between Best Worker and Cutoff alumni, so

the greater the difference in pay at an outside firm. Since greater anticipated pay

at an outside firm reduces the wages workers demand from the consulting firm as

associates, the greater the gap in pay at an outside firm, the more that Best Worker

associates will be willing to accept lower wages relative to Cutoff associates.

Conversely, Cutoff associates accept lower wages when θmax and θ∗ are greater.

Recall from equation (10) that associate wages decrease as the firm becomes more

productive. Since θP is greater in Cutoff firms than Best Worker firms, output at

Cutoff firms is more sensitive to increases in worker skill. Since the skill of associates

and partners is increasing in θmax and θ∗, increases in these parameters will decrease

associate wages more in Cutoff firms than Best Worker firms.

Turn next to partner earnings. The term 1
1−δy + δ

1−δwR in equation (12) is anal-

ogous to (y + wR) in equation (10). Following a similar calculation, 1
1−δy + δ

1−δwR is

larger (and hence partner earnings are greater) in Best Worker firms when

(22) 12δB >
(θmax + θ∗

2

)2(
17θmax + 7θ∗

)

Note that the right sides of inequalities (22) and (21) are identical, so their prop-

erties are similar. Partners in best worker firms will earn greater profits than their

counterparts in Cutoff firms when the productivity of outside firms (B) is relatively

high and the variance in skill (θmax) and the consulting firm’s screening ability (θ∗)
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are relatively low. This is a counterintuitive result; one would ordinarily expect that

having more information would always be profitable for the firm. However, this re-

sult becomes explicable when one decomposes the partner’s profits into revenue and

cost components. Taking costs first, when outside firms are more productive (B is

higher), other firms are willing to pay higher wages for skilled workers, which drives

down the wages of associates. Since Best Worker firms provide more skilled “alumni”,

they benefit disproportionately from this effect. Conversely, as θmax and θ∗ decrease,

the productivity advantage of Cutoff firms becomes less pronounced. Taken together,

these two effects may make it more profitable for the firm to let a fraction of its most

skilled associates leave the firm than it would be to promote them, which happens

more often when it uses a Best Worker promotion technology.

Usually, one type of firm will have both lower associate wages and higher partner

earnings, ceteris paribus. However, since δ < 1, this relationship need not hold all the

time. It is possible that inequality (21) is true while inequality (22) is not, so that

a Best Worker firm might have both lower wages and lower partner earnings than a

Cutoff firm.

6.1.6 Training

As in Section 4.6, a Best Worker firm will train its associates when Inequality (16) is

true. Note that, after substituting in appropriate values, (yτ−y¬τ ) and (wR,τ−wR,¬τ )

can be rearranged to (α4 − 1)θ2
P θA1θA2 and (α − 1)wR,¬τ , respectively. θP is lower

in a best worker firm (2θmax+θ∗

3
rather than 3θmax+θ∗

4
), so the first term in inequality

(16) is lower. But since wR,¬τ is higher in a Best Worker firm (B( θmax+2θ∗

3
), rather
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than B( θmax+3θ∗

4
)), the second term is higher. Intuitively, there are two opposing

mechanisms at work. The increase in firm productivity due to training is proportional

to the base level of productivity. Since Cutoff firms have higher initial productivity,

they see a greater increase in productivity from training This tends to make training

more profitable for Cutoff firms. On the other hand, the increase in effective worker

skill due to training is also proportional to the initial skill level. This effectively

magnifies the skill difference between Best Worker and Cutoff alumni, which in turn

increases the gap in wages for those alumni and hence increases the wage discount

that Best Worker associates take relative to Cutoff workers. This tends to make

training more profitable for Best Worker firms. It is thus indeterminate whether a

Best Worker firm will be more or less likely to train its associates

6.2 Effect of Screening Ability on Partner Earnings

The effect of changes in screening ability on partner earnings is given in Equation

(13). ∂π
∂θ∗

is positive if

(23) 0 <
1

1− δ

( 1

16
6θ3

max + 11θ2
maxθ

∗ + 6θmaxθ
∗2 + θ∗3

)
+

B

1− δ

(7

4
δ − 1

)

( 1
16

6θ3
max+11θ2

maxθ
∗+6θmaxθ

∗2 +θ∗3) is just ∂y
∂θ∗

(this can be obtained by substituting

the values of θP and θA into Equation (1) and taking the partial derivative with

respect to θ∗). Substituting ∂y
∂θ∗

into inequality (23) and simplifying yields

(24) δ >
4

7

(
1− 1

B
· ∂y
∂θ∗

)
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Since 0 ≤ δ ≤ 1, this inequality is always satisfied when the right side is negative.

This occurs when (1 − 1
B
· ∂y
∂θ∗

) < 0, or B < ∂y
∂θ∗

. Informally, partners profit from

greater proficiency at screening when better screening improves the output of the

consulting firm more than the output of outside firms.
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