1.
Introduction


In the era of long-term contracts in Major League Baseball, it has been a common perception among fans, reporters, and owners that the performance of players is dramatically influenced by their contract status.  Specifically, it is often believed that players who are on the verge of signing a new contract tend to perform better than usual, whereas players who have secured long-term contracts tend to slack off immediately after signing.  Indeed, Dan O’Brian, the former Vice President of Negotiations with the Cleveland Indians, once said, “The experience of individual clubs, and the industry as a whole is that for whatever reason, the player’s performance is not the same following the signing of a new multiyear contract” (Sporting News, 1986).  What I would like to do is examine if these allegations of shirking as a result of contract standing are merited.


First, in chapter two, I will provide a brief overview of the history of the labor market in professional baseball in order to show how the structure of interactions between players and owners evolved to its current state.  I will also review previous literature that addresses the nature of player compensation and the hypothesis that long-term contracts promote opportunistic behavior.  In chapter three, I will conceptualize baseball contracts as providing insurance to the player.  This framework is similar to that used by Kenneth Lehn, (1982) who analyzed the effect of long-term contracts on player disabilities.  This insurance, I will argue, gives rise to opportunistic behavior in the form of shirking.  In chapter three I also provide a theoretical model that shows why a player would have a stronger incentive to perform well in the later stages of his contract than in earlier years.  Then, in chapter four, I use recent performance and contract data to examine how a player’s quality of play is influenced by the number of years remaining on his contract, and conclude that the quality of play does indeed seem to suffer modestly when future income is guaranteed over several years.  Finally, in chapter five, I provide a brief summary of my findings.

2.
History and Background Literature

In this chapter I provide an account of the various changes in the labor market in professional baseball over the last 100 years or so.  Most importantly, I will show how this market, in which guaranteed multiyear contracts were once unheard of, evolved into the system we see today, in which shirking by players is commonly suspected.  I will then review other papers that addressed the hypothesis that long-term contracts lead to opportunisitc behavior.  Finally, because the shirking hypothesis rests on the assumption that players are paid primarily for their production on the field, I will review literature that examines the correlation between pay and performance.

2.1
A Brief History of the Labor Market in Professional Baseball

The structure of the labor market in the major leagues has not always been such that there were players known as “free agents,” or that multiyear contracts were at all commonplace.  For the majority of the league’s approximate 130-year history, the balance in negotiating power between players and teams was tilted dramatically in favor of the teams.  Ever since the earliest days of professional baseball, team owners sought to boost team profits by restricting player mobility.  In the face of ballooning player salaries and higher losses, Arthur Soden, then owner of the Boston club, proposed in 1879 that every team be allowed to “reserve” five players on the squad.  By the early 1890’s, teams were allowed to reserve their entire rosters (Zimbalist, 1992a, p. 4).

With the advent of the reserve clause, players had no choice but to play for the team with which they were currently signed.  The only options available to him during contract “negotiations” were to accept his team’s stipulations or to refuse to play, in hopes that his club will make him a better offer.  If the team refused to improve its offer, however, the player would have no choice but to accept the original contract or to leave professional baseball entirely.  He could not negotiate with other teams, nor could other teams try to bid that player away from his current team.  Of course, players moved from team to team, but only at the discretion of owners.  Players were traded, bought, and sold, but the athletes had no control over where they actually played.  That power was given exclusively to the teams.


As a result of this arrangement, practically all contracts between players and teams lasted for only one year.  Since teams had no reason to fear that a player would leave without its consent, there was no reason for a team to offer a player a multiyear contract.  The club has already secured exclusive rights to the player’s services.  Furthermore, teams valued the option of negotiating a player’s contract from one year to the next.  This way, a team never had to worry about overpaying a player in the event that he became less valuable to the team, for whatever reason.


Almost immediately after its inception, the reserve clause succeeded in keeping player salaries low and team profits high.  Not surprisingly, players weren’t very pleased with this arrangement, and on one occasion players organized their own league, which was independent of the pre-existing National League, where the reserve clause was in place.  This new league, called the Players League and founded in 1889, had no reserve clause, and instead signed its players to three-year contracts.  While it was briefly able to attract some of the best players, it never became financially stable.  Within a year, the Players League collapsed, and by 1903, Major League Baseball consisted only of two leagues, as it does today:  the American League and the National League.  The reserve clause applied in both leagues.


Nonetheless, Major League Baseball still faced an occasional challenge in the form of a new professional league that offered greater bargaining rights to players.  In 1913 the Federal League (FL), which started as a minor league, announced its intention to attract the best professional players in the game.  The FL was able to draw some top players, but it didn’t stop there.  In 1915 it took the American and National Leagues to court, claiming they violated the Sherman Antitrust Act of 1890 by forming a monopoly of professional baseball.  The initial case was settled out of court, but the issue wouldn’t die.  The FL’s Baltimore club wasn’t satisfied with the original settlement, and filed an antitrust suit of its own in 1922.  The Supreme Court found in favor of the Major Leagues on the grounds that professional baseball did not constitute interstate commerce, and was therefore not subject to federal antitrust law.  This finding constituted a validation of the reserve clause.

The reserve clause withstood several more challenges over the next few decades.  In 1951 a Congressional investigation into professional baseball recommended no changes be made to the labor market, and that the reserve clause was necessary for maintaining a competitive balance in the league.  Naturally, team management and ownership supported this view unanimously.  Surprisingly, though, even some players voiced support for the reserve clause.  Players Fred Hutchinson and Pee Wee Reese both testified for the investigation in that the current system of restricting player mobility was a necessary good for the health of the league.

Even if a few players supported the reserve clause in the 1950’s, by the late-sixties, many others recognized its detrimental effects and sought to change the labor agreement with the league.  One such player was outfielder Curt Flood.  After the 1969 season, Flood was traded from St. Louis to Philadelphia.  He was unhappy with the trade because he had personal and financial ties to the St. Louis area, and he didn’t want to move.  He was by no means a rookie, either; by that time he had already logged 13 impressive years of Major League of experience.  Disgruntled that he was powerless to affect his professional destiny, Flood challenged the reserve clause in court, arguing that it was a mechanism for depressing player salaries and denying the player the freedom to choose his employer.  The case eventually made it to the Supreme Court, where it was deemed that the reserve clause was an “aberration,” but an “aberration that had lasted five decades and was entitled to the benefit of stare decicis, the legal principle which favors the preservation of previous decisions.”
  Team owners could claim victory with this decision, but the Players’ Association was persistent in its demands for the demise of the reserve clause.

In order to avoid another strike (the players had already struck briefly the year before over pensions), players and owners agreed in 1972 to a system of salary arbitration.  This procedure allowed players with salary grievances to submit a complaint to a third party, which decides the matter independently.  While arbitration certainly gave players some additional power, it did not directly challenge the power of the reserve clause.  In 1975, however, pitcher Andy Messersmith refused a contract offer from his team, the Los Angeles Dodgers.  In response, the Dodgers acted under the standard contract renewal clause, which allowed teams to renew player contracts for one option year without the player’s consent.  At the end of that year Messersmith claimed free agency, while the Dodgers claimed rights to his services under the reserve clause.  Messersmith, along with pitcher Dave McNally challenged their clubs through arbitration, and won.  At that point, it was ruled that anyone who played for one year without a contract was entitled to free agency.  A U.S. District Court upheld the arbitration ruling, which was a huge victory for players.

As a result of the arbitration decision, owners and players reached a new collective bargaining agreement in July of 1976.  Under the new agreement, players with at least six years of Major League experience were given the right to negotiate with whichever teams they wanted.  If a player had at least six years of experience and came to the end of his current contract, he became known as a “free agent” and was free to seek out the best offer he could receive from any team in the league.  Two major changes in the nature of player contracts took place as a result of the demise of the reserve clause.  First, the real wages of players increased dramatically: between 1976 and 1977, the first full year in which the new agreement was effective, salaries rose 38.75%.  Second, multiyear contracts, in which a player’s income was guaranteed over a number of years, became commonplace.  Before the 1976 agreement, multiyear contracts were virtually nonexistent.  By 1980, 35% of Major League players had guaranteed contracts that lasted three years or more.

It is not difficult to understand why the proliferation of multiyear contracts occurred after the reserve clause was outlawed.  Players value the security that comes with having their income guaranteed over the course of several years.  Teams, as noted above, value the option of extending their players’ contracts, but they also value having a player’s services secured over a period of time longer than a year.  As in all team sports, the success of the baseball team depends on how well the group works together, and retaining the same players over extended periods of time helps build a more cohesive group.  The reserve clause, of course, satisfied both of the club’s desires at the same time.  But with players gaining bargaining power under the new agreement, such an arrangement between players and teams- specifically, a series of one-year contracts dictated by the team- no longer existed.  Better players, whom owners valued having for extended periods of time, could now demand multiyear contracts.  Since it was in the mutual interests of the players to have their income guaranteed over several years and the teams to secure their players over multiple years, multiyear contracts represented mutually beneficial agreements in many cases.  Hence the dramatic increase in long-term contracts immediately following the abolition of the reserve clause.

The 1976 agreement new agreement didn’t quite make player-owner relations completely rosy, however.  A part of this agreement stipulated that teams who lost players by free agency would be compensated in the form of picks in the amateur draft.  This somewhat restricted the movement of free agents, but the owners wanted more.  In 1980 they proposed that one Major League player be added to the compensation package.  Knowing that this would inhibit a player’s ability to contract with new teams, the players refused to concede any ground on the issue.  The issue wasn’t resolved in time, and in 1981 the players went on strike for 50 days before a compromise was found.  Both sides agreed that teams who lost players to free agency would be allowed to pick a major league player from a pool.  Depending on the caliber of the free agent signed, teams were allowed to protect up to 26 players from the pool, which would consist of all players not protected by their respective teams.  

The players struck briefly again in 1985 over minimum salaries and pension funds, but this stoppage lasted only two days.  A more serious problem lay in an informal agreement among team owners to resist free agency and long-term contracts.  Between the 1985 and 1986 seasons, more than 85% of the 33 players eligible for free agency never received offers from other teams, and simply ended up re-signing with their original team.  What’s more, two-thirds of the free agents in 1986 signed to one-year deals, and free agent compensation grew by just five percent.  Consequently, in 1986 and 1987 the Players Association went to arbitrators and filed separate accusations of collusion, and won both cases.  Owners were forced to pay damages to compensate for the wages players lost during the years of collusion.


Two more work stoppages occurred in the 1990’s.  In 1990, owners locked out the players for 32 days during spring training.  The main sticking point was the point at which players would become eligible for salary arbitration.  The Union wanted players to become eligible after two years, but owners wanted to dump the arbitration process in favor of a system that paid players an amount based directly on their prior performance.  The two sides compromised by allowing 17 percent of players who had between two and three years of experience to be eligible for arbitration.


In 1994, the players struck again.  Owners wanted to spend half of their revenue on player salaries, as well as mandate that no team spend more than 110 percent or less than 84 percent of the league average.  Essentially, the proposal entailed a salary cap.  Players, who up to that point received 56 percent of team revenue, turned down the owners’ proposal.  The two sides were unable to reach an agreement, and the players struck on August 12.  The remainder of the 1994 season was not played, and it wasn’t until March of 1995 that the strike ended.  Ultimately, the two sides agreed on a team luxury tax, whereby payrolls exceeding a maximum amount were taxed, and the proceeds were shared among teams.  Owners had a form of revenue sharing, and the players avoided a salary cap.


Players and owners narrowly averted another work stoppage by coming to a new labor agreement in the summer of 2002.  Under the current agreement, the luxury tax is still in place, and teams contribute 34 percent of their net revenue to a pool to be distributed evenly among Major League Teams.  Furthermore, as a result of the latest agreement, teams no longer receive compensation for losing free agents to other teams.

2.2
The Shirking Problem

Now that multiyear contracts are in place, the question of player incentives becomes relevant.  As noted above, many observers (mostly fans, team owners, and members of the media) have casually noted that players tend not to perform as well once they have secured long-term contracts.  The work of Alchain and Demsetz (1962) provides a framework for looking at the shirking problem.  Agency problems arise when the worker’s objectives are not aligned with the firm’s.  The firm wants the worker to expend the amount of effort that will maximize output, but the worker derives utility out of leisure.  When an individual’s compensation does not depend on his output or effort, it is easy to imagine that individual will not have an incentive to put forth as much effort as his employer would like.  In the case of baseball, a player who signs a guaranteed, long-term deal might not have a strong motivation to exert a level of effort that encourages optimal performance in the early stages of that contract.  Similarly, when a player knows that his current performance will dramatically affect his future compensation (specifically, in the year immediately preceeding his next contract signing), one might expect the player to exert more effort.  Of course, there are limits on the extent of shirking one would expect to see.  If it becomes common knowledge that a player only performs well during the last year of his contract, he would certainly find it difficult to secure long-term deals in the first place.  Furthermore, the prospect of scrutiny from ownership, the media, and fans probably gives players reason not to shirk completely.  That said, however, one might still expect effort to be affected by some degree as a result of long-term contracts.


If it is the case that a player’s contract status does systematically influence his performance, one must wonder why the current system (i.e. one that allows long term contracts) is in place.  Wouldn’t teams have an interest in pursuing contracts that would get the most out of their players’ abilities?  Teams could avoid shirking among players by reverting to the practice of signing their players to one-year deals, one after another.  But this would not happen for a number of reasons.  For one, as noted above, teams value having a player secured for multiple years because doing so helps maintain team continuity, as well as foster a loyal fan base.  Furthermore, now that players have the power to negotiate with other teams, giving them greater bargaining rights, the process of contract negotiation is surely more time-consuming than it was during the reserve-clause era.  Consequently, the transaction costs of signing players to repeat one-year deals are doubtlessly higher now than they formerly were.  Finally, it might simply be the case that teams are well aware of the tendency among players not to perform as well if they have several years remaining on their contracts, but that the costs associated with such a decline in performance is already incorporated into the contract.  Admittedly, this answer is not very satisfying, nor is it readily testable.


Teams often negotiate incentive clauses into a contract in order to combat the tendencies of players to behave opportunistically during a long-term contract.  It is quite common to see teams promise to pay a player some additional income for performing well.  By attaching a portion of a player’s income to his performance, incentive clauses give players a reason not to shirk during their contract.

2.3
Background Literature

Other authors have looked at this problem already.  In a 1982 paper, Kenneth Lehn examined the effect of long-term contracts on player disability.  Missing games due to injuries, in some ways, is similar to a decline in performance in that both events can be understood as the result of players not taking measures necessary to optimize performance.  Just as a player might not put forth the effort that maximizes his output on the field, so too might he fail to take appropriate actions- such as working out to maintain his strength and flexibility- that would help prevent injuries.  Furthermore, he might not be as strongly inclined to come back from injury if he has secured a multiyear contract as he would if he were signed for only one year.

Lehn analyses the problem from the perspective of risk sharing between players and teams.  In baseball, “the risk associated with the value of a player’s performance involves the risk of disability and the risk that expectations of the player’s performance will not be met” (Lehn, 1982, p. 350).  According to Lehn, the structure of a player contract determines how the risk of injury and underperformance is distributed between the player and team ownership.  One-year contracts, which were almost always the case during the reserve clause era, place more of the risk on the player, since his income is not guaranteed for a period of time longer than a year.  Conversely, guaranteed multi-year contracts distribute more of the risk to the teams, since they promise a player future income, regardless of his level of performance at the time.  The fact that one-year contracts were so commonplace during the reserve-clause era
 leads the author to conclude, “club owners valued the option to renew the players’ contract annually more than the players valued the security of multiyear contracts”
 (Lehn, 1982, p. 352).

As noted above, however, player salaries rose dramatically with the advent of free agency.  With a greater share of their rents, Lehn reasons, players became more willing to pay a higher premium to ensure their income over several years.  As a result, many more multiyear contracts were signed, thereby transferring the risk associated with the player’s performance from the player to the team.  Now that the players are bearing less risk, they are effectively insured against injury, causing them to take fewer precautions to prevent injury in the first place.

Lehn then tests the hypothesis that the existence of long-term contracts leads to higher occurrence of player disability.  The logic here is twofold.  For one, it’s widely recognized that proper strength and conditioning training reduces the chance of injury.  According to one team physician, “A guy who works out has less chance of injury.  Players don’t use muscles the way they should.  If you don’t loosen up regularly, you stretch those muscles in the spring and they get pulled” (Singer, 1980, p. 35).  Assuming the costs of staying in good shape aren’t negligible to the player, he might have an incentive not to spend enough time working out and preventing injury if he income is guaranteed over the next several years.  

Lehn’s second rationale for a higher disability rate is that is that players who are injured might have less of a reason to play through that injury if they are in the middle of a long-term contract.  Says Lehn, “The cost of both revealing an injury and recovering from an injury is lower for players with guaranteed multiyear contracts than it is for players who have short-term contracts that reward the players for their playing performance” (Lehn, 1982, p. 359). Knowing that his income in the immediate future won’t be affected by missing a few games, a player with a multiyear contract might be less willing to play through an injury than he would if he had a one-year deal, provided that doing so doesn’t give him the image of being an opportunist.

Lehn reasons that the best indicator of a player’s disability is his being placed on the disabled list.  This proxy isn’t ideal, as the author admits, since it doesn’t perfectly capture every player that is injured, and only those players.  Indeed, players often become injured and miss games without being placed on the disabled list; players such as these often have “day-to-day” status and never appear on the disabled list.  Nevertheless, he runs a logit model where the dependent variable is the probability that a player spends time on the disabled list.  His independent variables are a number of factors that might influence his tendency to become injured, including the number of years a player has left on his contract.  He also attempts to explain the occurrence of injury by other factors, such as whether the player’s home field had artificial turf (which some suspect leads to more injuries than grass) and the age of the player (under the assumption that the older a player is, the more likely he is to become injured).  He uses data on all players who played in the majors in 1980.  Upon running the regression, he finds that the coefficient for the “years left on contract” variable is positive (.125) and statistically significant, whereas age and the presence of artificial turf are not.

Lehn also performs an interesting analysis comparing the average time players spend on the disabled list before and after signing a new contract.  He breaks the data into different groups, depending on how many years are guaranteed on the new contract.  Using this analysis, he finds that the number of days players actually spend on the disabled list increases at a more substantial rate, the greater the number of years left on a player’s contract.  However, he does not control for other relevant variables here, such as the presence of an artificial turf field or a player’s age.

While Lehn’s analysis supports the notion that long-term contracts alter a player’s incentives in ways that are detrimental to the team, not all studies concur with these findings.  Anthony Krautmann (1990) chooses to look at the problem by focusing on player performance, not the occurrence of injury.  One of the author’s main ideas is that player performance in baseball is stochastic.  That is, the output of a player in any given year is very uncertain, even when factors such as skill level and effort are controlled for.  Krautmann suspects that this stochastic aspect might bias our perception of performance in the presence of long-term contracts. 

Krautmann’s model for player performance takes the form of the following equation:

MPj = f(Ej, X, (j)

This equation states that the marginal physical product of player j is a function of his level of effort (Ej), a vector of all other inputs that affect production (X), and an error term ((j).  Future performance is impossible to perfectly predict, but one would expect output in any given year to deviate randomly around an expected value.  If the distribution around the expected value were symmetric, Krautmann argues that regression to the mean suggests that an outstanding year will, more often than not, be followed by a less spectacular, but not necessarily sub-par, year.  The author also states, “A super-par performance will cause the owner and worker to raise their subjective evaluations, enhancing the likelihood that contract talks would follow such a performance”
 (Krautmann, 1990, p. 965).  Therefore, regression to the mean, not shirking by the player, would best explain a decline in performance in years following the signing of a multiyear contract.

For Krautmann, there must be a “significant” (he doesn’t specify exactly how significant) decline in performance in the first years of a new contract in order to conclude that shirking is a problem.  To test this, he gathered data on hitters with new contracts that stipulated at least 5 years between 1976 and 1983.  He compared a player’s slugging average in the year after signing the contract to his lifetime average up to that point.  Of the 110 players in his sample, he found that only two had “significantly” sub-par performances.  39 players (36%) played before their lifetime averages, while 71 performed at a level above their averages.  From these results, the author concludes that there isn’t sufficient evidence to claim that player performance is influenced by the security of a long-term contract.

Similarly, Maxcy, Fort and Krautmann (2002) found that opportunistic behavior did not arise because of multi-year contracts, and the authors attributed this fact specifically to incentive mechanisms in contracts that are meant to curb shirking.  To test the hypothesis that long-term contracts cause a moral hazard problem, the authors first compare a player’s performance in a given year to his average performance in the three previous years.  The difference between these values represents the player’s deviation from expected performance.  “Performance” is measured in three different ways for hitters:  slugging average, number of at-bats, and time spent on the disabled list.  The authors then regress these values against variables that might affect it, including contract status, age and position.  Running these regressions, the authors find only that players who are about to negotiate a new contract in the upcoming year tend to spend less time on the disabled list.  They find no evidence of any other kinds of opportunistic behavior, and they attribute this finding to the occurrence of incentive clauses that are currently prevalent in baseball players’ contracts.

Aside from the literature on shirking, previous authors have also studied the correlation between pay and performance in professional baseball.  Scully’s seminal study in 1974 created a model for using a player’s performance to estimate his marginal revenue product.  The author uses the basic premise that teams that win more games also generate more revenue in the form of increase ticket sales and more lucrative television contracts.  Players, for their part, contribute to their teams’ ability to win by playing well on the field.  So, Scully ran a couple of different tests.  First, he chose one relevant statistic for hitters and pitchers, the team slugging average (TSA) and team strikeout-to-walk ratio (TSW), respectively, and tested how that statistic was associated with team winning percentage.  Running this test, he found that a one-point increase in TSA increased winning percentage by .92 points, and a one-hundredth-point increase in TSW raises winning percentage by .90 points.

Scully’s next steps are straightforward.  He runs another regression to test how team revenues are affected by winning percentage, after controlling for other relevant variables, such as the population of the team’s city, the league in which it plays, and the racial makeup of the team.  This test yields the result that team revenues increase by $10,330 for a one-point increase in team winning percentage.  From these regressions, Scully can determine each player’s contribution to his team’s statistical performance, which affects the team’s winning percentage, which affects revenue.  Using this protocol, Scully found that average players contributed roughly $200,000 at the time, where as star players such as Hank Aaron and Sandy Koufax contributed several times that amount.  Given that the average player salary at the time was about $25,000, there’s strong evidence that the reserve clause dramatically reduced player rents.


Authors have also studied the correlation between pay and performance during the era of free agency.  Zimbalist (1992b) employs many of the same methods as Scully did in his original model.  He uses the same two-step method, and like Scully he ignored fielding performance, which admittedly does affect a team’s ability to win games.  Unlike his predecessor, who used slugging percentage as the measure for hitting performance, Zimbalist combines slugging and on-base percentage.  In addition, Zimbalist uses a notion of “net” marginal revenue product, (MRP) which subtracts team expenses such as uniforms and training facilities from each players gross MRP.  A player’s salary, Zimbalist says, should equal his net MRP.


Zimbalist examines the player salaries and performance from 1986-1989.  He concludes that, on average, only players who aren’t yet eligible for free agency are systematically paid less than their MRP.  Highly inexperienced players who aren’t yet eligible for arbitration are paid the least in relation to their marginal contribution to revenue.  Players who can take advantage of arbitration, but not yet free agency, receive slightly more, but still not as much as the additional revenue they generate.  However, Zimbalist finds that the more experienced players, who benefit from free agency, are paid about 25 percent more than their MRP’s.

3.
The Theoretical Approach
In the section below I will set up a framework that conceptualizes baseball player contracts as a form of insurance, and then present a more formal model explaining why certain contracts might give rise to opportunistic behavior.  The essential idea is that contracts which guarantee a base salary and/or stipulate multiple years transfer the risk associated with performance from the player to the team.  As a result, players who are signed to multiyear contracts have an incentive to put forth less effort in the earlier years of the contract than in the later ones.

3.1
How Contracts Provide Insurance

In baseball, as in any sport, the performance of its participants is uncertain.  Certain factors, such as past performance, help one to predict a player’s output to some degree of accuracy, but there is always a random element involved.  As Scully (1974) and Zimbalist (1992b) showed, there is a significant correlation between team performance and team revenue; as one might expect, clubs that win more games also make more money.  Individual players, then, generate revenue for their teams by playing well and winning games.  Consequently, uncertainty in player performance causes uncertainty in marginal revenue product.


The terms of a contract between a player and his team determine how this risk is shared between the two parties.  In any baseball contract, one can picture two extreme types of risk sharing.  In one scenario, teams bear the entire risk by guaranteeing the player his salary, regardless of how well he plays.  The contract contains only a base salary; no performance bonuses are included.  In the other extreme case, the player accepts all the risk by having his income depend entirely on performance.  In this scenario, there is no base salary and bonus clauses determine player compensation.


Now, there is a good reason to believe that players would be more risk averse than teams.  Teams, unlike players, diversify the risk associated with individual performance by signing many players at the same time.  If one player plays poorly in a given year and the team bears all the risk by guaranteeing his contract, the team won’t suffer nearly as much as that player would if he were to shoulder all the risk.  Consequently, players might be willing to purchase an “insurance policy” of sorts by agreeing to have more of his salary guaranteed and less of it depend on performance.  

We can see how a risk-averse player might prefer to have more of his salary guaranteed.  His performance in any given year is, to some degree, out of the player’s control.  He could fall victim to a freak injury, and, sports being as they are, there is a random element involved in performance.  In order to make his salary less dependent on factors he is powerless to affect, he might be willing to sacrifice some of his overall income in order to have it guaranteed; it is, in a sense, an insurance policy the player purchases.  This phenomenon might partially explain why a player wouldn’t receive the full expected value of his marginal revenue product, as observed by Scully (1974) for players during the reserve clause era and by Zimbalist (1992b) for players (except superstars) during the era of free agency.


Players can also purchase this so-called insurance by negotiating long-term contracts.
  Much like the contract that guarantees a player’s salary instead of having it depend strictly on performance, a guaranteed multiyear contract transfers risk from the player to the team.  In a one-year agreement, the player’s salary in the upcoming year will depend largely on his performance in the current year.  On the other hand, in a contract that guarantees income over several seasons, the player’s salary in future years is determined up-front.  His performance in the early stages of the contract will not affect his income in the later years of the deal.  This way, the player doesn’t have to bear as much of the risk associated with performance as he would with a series of one-year deals.

During the reserve-clause era, multiyear contracts didn’t exist because teams had the exclusive rights to its players.  Teams had no reason to take on the risk of a multiyear contract because the reserve clause barred players from leaving their teams without the club’s consent.  However, with the advent of free agency, teams actually faced the prospect of losing their talent, and long-term contracts emerged.

As I will attempt to show below, we would expect these two ways of transferring risk from the players to teams- namely, having the player’s salary guaranteed and having multiyear contracts- to depend on the team’s willingness to accept the risk associated with performance.  The more certain a player’s output is, the more willing teams are to provide guaranteed and long-term contracts.  The periods during which a player’s output is most certain, I will argue, occur during the middle of his career.  During these times, we should see more contracts where salary is guaranteed for multiple years.  Very young players, on the other hand, are still essentially subject to a reserve clause, so we wouldn’t expect to see many long-term contracts.  Furthermore, these players are unproven; their future performance is harder to predict.  On the opposite end of the spectrum, with older players who are past their prime, performance is also more uncertain because their physical skills are diminishing.  Consequently, we’d expect to see fewer long-term deals for these players.
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Hence, the overall pattern of contract duration with respect to experience should look something like this:



We would expect to see a similar pattern with respect to the prevalence of incentive clauses.  The more income depends on performance (i.e. the more bonuses there are relative to the base salary), the less teams have to bear the risk associated with performance.  Consequently, we’d expect to see players in the primes of their careers have less incentive-laden contracts, whereas players in the very early and late stages of their careers should have a larger share of their incomes riding on performance.  Hence, the path of bonus/base salary ratio with respect to prior experience should look something like this:




3.2
An Explanation of the Shirking Model


In the section above, I outlined some of the ways in which contracts distribute the risk associated with performance between the player and the team.  Guaranteed base salaries and multiyear contracts, both of which function essentially as an insurance policy for the player, might also give him an incentive not to try as hard as he would without this “insurance;” essentially, this is a moral hazard problem.  Now, I give a more formal outline of why shirking might take place in the context of a multiyear contract. 

A mathematical model can illustrate the hypothesis that player effort during a multi-year contract varies over time.  Start with a player’s basic utility function:
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Here, eD stands for discounted player effort and ID is discounted future income.  The player derives disutility from expending effort, and positive utility from earning income.


For the purposes of illustration, it’s easiest to first examine what happens during a one-year contract.  In this scenario, discounted player effort can be expressed individually as follows:

(1)
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Since the contract stipulates only one year, the discounted effort is simply his effort for the current year.  The player’s effort level, e, determines his performance, p(e).  

The specification of discounted income is a little more complicated, however.  This equals the income he earns in his contract year (period one) plus the income from future contracts, discounted at the interest rate r:

(2)
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The player’s income in period one consists of two parts:  his base salary, 
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, and whatever extra he earns from bonuses, 
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Performance, which itself is a function of effort, determines how much bonus income the player earns.  Finally, the player’s future income will depend upon his performance during the current contract year:

(4)
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Substituting equation (3) into equation (2), we get the following equation for discounted income:

(5)
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 In order to arrive at the player’s optimal level of effort, we take the first derivative of his utility function with respect to 
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Setting equation (7) equal to zero, we find the utility-maximizing level of effort:

(7)
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This result hardly surprising.  The left side of the equation describes the marginal benefit a player receives from expending effort.  These benefits of effort arise from improved performance, which in turn earns him more bonus income and helps secure more lucrative contracts in the future.  The right side is the marginal cost of effort.  The player is best off when he puts forth an amount of effort such that the marginal benefit equals the marginal cost.  

The intuition is that most players have decreasing marginal returns to effort.  Namely, if a player expends more effort, he will achieve better performance, but the improvements in performance become smaller and smaller, the greater the level of effort.  On the other hand, we’d expect the player’s marginal costs of effort to increase with effort.  Graphically, here’s what the relationship between marginal cost and marginal benefit should look like:










Determining the utility-maximizing level of effort becomes somewhat more complicated when the player’s contract stipulates more than one year.  For simplicity’s sake, let’s look at a two-year contract.  In this case, his discounted effort during the contract can be written as:

(8)
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Where r is the discount rate.  The player’s discounted income looks similar to that for the player who signs a one-year contract, except that there is an additional year in the equation:

(9)

[image: image16.wmf]2

2

0

1

0

)

1

(

)

1

(

)]

(

[

)]

(

[

r

I

r

e

bp

I

e

bp

I

I

Future

D

+

+

+

+

+

+

=


Furthermore, the player’s future income is determined by his performance in each of the two years of his contract:

(10)
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Where p1 and p2 are functions of 
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To find the player’s optimal level of effort in each year over a two-year contract, we again examine the first-order condition.  Differentiating with respect to 
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Simplifying and setting the derivative equal to zero in the first year, we get:

(12)
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Again, the player’s optimal level of effort is such that the marginal cost equals the marginal benefit.  The marginal costs are similar to those with a one-year contract, except that the future income is more heavily discounted because it lies further in the future.  

In order to determine the player’s optimal level of effort in year two, differentiate with respect to 
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Setting the derivative equal to zero and simplifying:

(14)

[image: image27.wmf]D

p

F

D

e

u

r

b

e

p

I

u

¶

¶

-

=

÷

÷

ø

ö

ç

ç

è

æ

+

+

¶

¶

¶

¶

1

)

(

'

2

2


Notice now that the right-hand sides of the period one and period two optimization conditions are identical.  Let us call the left-hand side of equations 12 and 14 the marginal benefit of period one effort and the marginal benefit of period two effort, respectively:

MB1 = 
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MB2 = 
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Now, there are two reasons to believe that the marginal benefit to effort in period one would lie “below” the marginal benefit curve in period two:





To see why this is the case, let’s focus on the future earnings term in each expression.  For period one, it equals
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For period two, it equals
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We can draw two conclusions from these expressions.  First, in period one, the player’s future earnings are one year further into the future, so he discounts them by an additional year:
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Consequently, the future benefits of his performance in period one are less than in period two.  Secondly, it is probable that the last year of the player’s contract probably has a greater effect on his future earnings than the first year, since it is a more recent signal of the player’s ability:
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Consequently,
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Given the relative positions of the marginal benefit curves, we can see how identical levels of marginal benefit in both periods result in a greater level of effort in year two than in year one:





Given that multiyear contracts seem to give rise to shirking problems, we might even expect to see a tradeoff between guaranteed contracts and multiyear contracts.  Providing a player with a contract that lasts several years and guarantees income is places a great share of the risk on teams.  Owners, then, might prefer to have more income depend on performance when the contract lasts several years as opposed to just one.  Conversely, teams might be willing to guarantee a larger portion of the player’s income in contracts that last relatively shorter periods of time.

4.
Empirical Results
In this chapter I begin with an overview of the data I utilized to analyze the issues at hand.  I present an overall description of the nature of the performance and contract information I used, highlighting certain relevant characteristics.  I focus on how player performance, player salaries, contract durations, and the prevalence of bonus clauses vary with respect to the player’s prior experience in Major League Baseball.  I then run regressions to examine how risk is distributed between teams and players, and my discussion culminates with an examination of the shirking hypothesis.
4.1
Description of the Data

Performance data were obtained directly from Major League Baseball’s official website.  I gathered information on relevant statistical categories for each hitter
 in the current year (either 1998, 2000 or 2001)
 and in the year before they signed their current contracts.  So, for example, if a player listed on the 2000 document signed his contract in 1998, I gathered performance data for that player in the years 2000 and 1997.  In all, 565 player-years are observed.  A wide variety of performance statistics was recorded, but one in particular requires some explanation:  the on-base plus slugging statistic (OPS).  Many baseball authorities consider this to be the best measuer of offensive prowess because it gives equal weight to two kinds of hitters:  players who reach base often and those who hit for power.  A player’s on-base percentage indicates how often he successfully reaches base.  He can reach base by hitting a home run or drawing a walk, and both acts are given equal consideration in calculating on-base percentage.  Slugging percentage, on the other hand, does give added weight to certain ways of reaching base.  A home run is more valuable than a single, and other ways of reaching base (such as drawing a walk) do not contribute to slugging percentage at all.  Hence, one might argue that slugging average is biased against players who aren’t very powerful, but are still effective because they find ways to get on base.  Hence the OPS measure, which simply adds a player’s on-base and slugging percentage, gives credit to both “types” of hitters.


Admittedly, baseball players do more than just hit.  They also help their teams win by playing well defensively.  However, defensive prowess is more much difficult to measure statistically.  No baseball statistics capture the strength of a shortstop’s arm, or speed of a centerfielder.  Hence, like authors before me,
 I focus only on offensive performance statistics.

Data on player contracts were supplied by Major League Baseball, which provided the pertinent information in documents called “Exhibit One,” each year of which contains approximately 250 pages.  Each year’s document has a summary of every team’s contract with each of its players at the end of the year.
  The player’s name, his prior experience in the Major Leagues, the date at which the contract for that year was signed, the duration of the contract, the base salary in each year of the contract, and any bonuses involved were all included.  The documents also indicate which performance bonuses were met in each year of the contract.  For every hitter in the American League in 1998, 2000 and 2001, I recorded the player’s Major League experience, his base salary in the current year, the maximum total bonus salary he could have earned for that year, the number of years remaining on the contract,
 and the number of years into the contract.

4.2
Patterns in Contract Structure

The average annual salary among all players over the three years (not adjusted for inflation) was approximately $1,750,000.  Not surprisingly, players who had more years of experience in the Major Leagues generally earned higher base salaries than more inexperienced players:

Table 4.1
Average Base Salaries Based on Prior Experience

	Years of Prior Experience
	Number
	Average Base Salary ($)

	1 or fewer
	116
	201,390

	2
	79
	256,575

	3
	61
	609,352

	4
	42
	1,357,679

	5-7
	99
	3,006,157

	8-9
	64
	3,591,875

	10-12
	62
	3,318,742

	13 or more
	37
	2,703,270


This breakdown can best be explained, I believe, by two observations.  First, one would expect player performance to follow the path of an inverted parabola, since a player’s prime occurs during the middle stages of his career.  If a player’s salary reflects his on-field performance, one would expect wages to follow a similar path.  Essentially, this is the pattern we see in the data above.  Second, the large jumps in salary during the players’ earliest years of their careers (such as between three and four or between six and seven) can be attributed to the additional bargaining rights players earn after these stages of their careers.  Those with at at least three years of prior experience become eligible for salary arbitration.  If a player disagrees with his team over his compensation, he make take his case to an impartial arbitrator, who decides the matter independently.  One would expect average salaries to rise as a result of this privilege, and this is indeed the case.   Furthermore, those with more than six years of experience can become free agents.  As Lehn (1982) showed, player salaries dramatically increased with the demise of the reserve clause and the advent of free agency.  Similarly, one sees a significant rise in contemporary player salaries once players become eligible for free agency.

Most contracts stipulate one year or fewer.
  The majority of multiyear contracts lasts two years.  The remaining contracts predominantly stipulated between three and five years, with very few having durations of 6 years or longer.  Here’s a breakdown of the different contract durations:

Table 4.2
Breakdown of Contract Durations

	Contract Duration
	Number
	Percent of Total

	1 year or fewer
	365
	65.2

	2-3 years
	116
	20.7

	4-5 years
	66
	11.8

	6 years or more
	13
	2.3


Furthermore, a majority of contracts contain some kind of incentive clauses.  For most players, the maximum potential bonus income represents a modest fraction of their base salary, but for some the potential bonus income amounted to a substantial sum.  Here’s a breakdown of the different bonus-base salary ratios:

Table 4.3
Breakdown of Bonus-Base Salary Ratios

	Bonus-Base Salary Ratio
	Number
	Percent of Total

	0%
	218
	38.9

	between 0% and 10%
	100
	17.9

	between 10% and 20%
	95
	17.0

	between 20% and 40%
	49
	8.8

	greater than 40%
	98
	17.5


When we restrict our attention to players with multiyear deals, the vast majority of these contracts contained some kind of bonus clause that depended on player performance.  This fact contrasts starkly with Lehn’s 1980 data, when more than 85 percent of contracts lasting more than one year did not contain any bonus clauses at all.  In fact, out of the 195 contracts lasting for more than one year, only 13 were without performance-based bonuses.  The most frequent type of bonuses give additional income to players for being an all-star or winning the MVP award.  Teams also frequently reward players for amassing a specified number of plate appearances in a given year.  Interestingly, no contracts contained bonus clauses geared toward specific performance measures, such as having a certain number of home runs or runs batted in.  On average, the maximum amount of bonus money available to a player represented almost 30% of the player’s base salary.

4.3
Patterns in Player Performance

One would expect to observe performance to follow the path of an inverted parabola with respect to prior experience.  Younger players improve as they gain experience.  They enjoy periods of “peak” performance during the middle stages of their careers, while their bodies are still healthy and they are more familiar with the way the professional game is played.  As players become much older, their physical skills diminish to the extent that they can’t perform as well as they could at a younger age.  Here’s what my data show with respect to OPS, batting average (BA), slugging percentage (SLG) and on-base percentage,
 after I restricted the sample size to players with at least 100 at bats:

Table 4.4
Player Performance over Time

	Years of Prior Experience
	Number
	Average OPS
	Average AVG
	Average SLG
	Average OBP

	1 or fewer
	89
	.719
	.263
	.401
	.318

	2
	68
	.734
	.263
	.407
	.328

	3
	57
	.762
	.265
	.429
	.333

	4
	44
	.803
	.282
	.458
	.346

	5
	33
	.760
	.267
	.419
	.341

	6
	36
	.813
	.280
	.460
	.354

	7
	36
	.760
	.267
	.430
	.329

	8
	37
	.792
	.270
	.452
	.340

	9
	39
	.761
	.270
	.421
	.340

	10
	27
	.769
	.271
	.425
	.344

	11
	21
	.787
	.276
	.443
	.343

	12
	18
	.786
	.276
	.433
	.353

	13 or more
	35
	.790
	.273
	.435
	.356


Indeed, we do observe a steady improvement in average OPS during the early stages of a player’s career, before it seems to plateau, if not drop off slightly, toward the later stages of a player’s career.  We probably don’t witness the expected decline in average performance towards the later stages of the players’ career because those who are able to stay in the league for six, seven, or eight years or more probably have a superior set of skills compared to the average player at any given time.  Only the best players are able remain in the major leagues for ten years or more.  Hence, the average performance among older players is in some sense overstated since only the very best of these players remains in Major League Baseball.

4.4
Summary Statistics

In this section I present the regressions I ran to test my hypotheses.  My investigation will focus on two main areas.  First, I will examine the patterns of risk distribution in contracts.  Recall that two characteristics of contract structure affect how risk is shared between the player and the team:  contract duration and bonus/base salary ratio.  We’d expect the duration to be highest during the middle of the player’s career, at which time his bonus/base salary ratio should also be the lowest.  Second, I test the theory that these types of “insurance” provided in baseball contracts lead to opportunistic behavior.  If the model outlined above is correct, we’d expect to witness better performance in the later stages of a player’s contract.  I also run a regression to see what effect, if any, incentive clauses have on a player’s tendency to shirk.
Table 4.5
Summary Statistics

	Variable
	Explanation
	Mean
	S.E.
	N

	AVG
	Batting average
	.248
	0.0767
	888

	SLG
	Slugging percentage = total bases/at-bats 
	.386
	0.142
	888

	OBP
	On-base percentage
	.313
	0.0864
	888

	OPS
	SLG + OBP
	.699
	0.214
	888

	Prior AVG
	Batting average in year prior to signing of current contract
	.267
	0.0731
	587

	Prior SLG
	Slugging percentage in year prior to signing of current contract
	.419
	0.125
	587

	Prior OBP
	On-Base percentage in year prior to signing of current contract
	.331
	0.080
	587

	Prior OPS
	OPS in year prior to signing of current contract
	.750
	0.195
	587

	Duration
	Length of contract
	1.827
	1.443
	560

	Years Remaining
	Years remaining on current contract
	0.552
	1.169
	560

	Bonus-Base Salary Ratio
	Maximum bonus income/base salary
	0.280
	0.650
	560

	Experience
	Years of experience before current year
	5.465
	4.333
	624

	Prior Experience
	Years of experience prior to signing of current contract
	5.011
	4.104
	624


4.5
Distribution of Risk in MLB Contracts

As I mentioned above, contracts transfer risk from the player to the team.  All contracts pay players a base salary, which guarantees a player a specified amount of income that does not depend on his performance; the base salary can be considered insurance.  Contracts can offer more or less “insurance” by stipulating different amounts of bonus income relative to the base salary.  Furthermore, contracts can provide the player with insurance by guaranteeing income over several years.  

I also posited that teams would be more willing to provide more “insurance” when the player’s performance is less risky.  One would expect this period of relatively low risk to take place during the middle of the player’s career, when he has been in the Major Leagues long enough to have proven himself as a talented player, but at the same time isn’t so old that teams must worry about diminishing physical health hurting his ability to perform well.  In the sections below, I investigate how the data support this hypothesis.
First, let’s examine how the duration of contracts typically vary with prior experience.  As discussed above, if one were to examine how contract durations vary with time, one would expect the relationship to follow an inverted parabolic path.  Specifically, younger players are unproven; consequently their perfomance is more risky.  As a result, teams are less willing to commit them to long-term contracts.  Furthermore, they are still essentially restricted to the reserve clause under the current labor agreement, so teams have little reason to sign them to multiyear contracts in the first place.  Older players, on the other hand, face a greater risk of injury, and older age brings an expected decline in performance.  Consequently, teams wouldn’t be as willing to sign these players to long-term deals, either.  However, players in the “primes” of their careers should be more likely to secure long-term deals because their performance is more predictable.  
Furthermore, one would expect better players to secure more long-term contracts because teams value having these players on their teams for extended periods of time.  Finally, one might hypothesize that longer contracts would also be more incentive-laden; this way, teams can protect themselves from shirking, and they don’t have to bear excessive risk.  

I ran several regressions with contract duration as dependent variable.  The explanatory variables included:  experience prior to the signing of the contract, experience squared, OPS prior to contract signing, and relative weight of bonus income.  If contract duration follows the expected inverse parabola-like path with respect to experience, we’d expect the experience squared term to have a negative coefficient. Here’s what the data show:
Table 4.6
Determinants of Contract Duration

	Dependent Variable:  Contract Duration

	
	Regression One

(S.E.)
	Regression Two

(S.E)
	Regression Three

(S.E.)
	Regression Four

(S.E.)
	Regression

Five

(S.E)
	Regression Six

(S.E.)

	Prior Experience
	0.394**

(0.0441)
	0.336**

(0.0433)
	0.372**

(0.0439)
	0.342**

(0.0427)
	0.348**

(0.0444)
	0.334**

(0.0438)

	(Prior Experience)2
	-0.0212**

(0.00266)
	-0.0187**

(0.00259)
	-0.0202**

(0.00264)
	-0.0188**

(0.00256)
	-0.0193**

(0.00265)
	-0.0185**

(0.00265)

	Prior OPS
	-
	2.137**

(0.326)
	-
	-
	-
	2.143**

(0.327)

	Prior AVG
	-
	-
	3.239**

(0.856)
	-
	-
	-

	Prior SLG
	-
	-
	-
	3.500**

(0.491)
	-
	-

	Prior OBP
	-
	-
	-
	-
	3.780**

(0.826)
	-

	Bonus-Base Salary Ratio
	-
	-
	-
	-
	-
	-0.0282
(0.0901)

	Constant
	0.766**

(0.141)
	-0.647**

(0.255)
	-0.0314

(0.856)
	-0.533**

(0.0227)
	-0.329

(0.277)
	-0.639**

(0.256)

	R-Squared
	0.138
	0.205
	0.161
	0.216
	0.172
	0.205


N = 513

* -- significant on 5% level (1-tailed test)

** -- significant on 1% level (1-tailed test)

Interpretation of the Results

Regression One:
The significant negative coefficient on the quadratic term indicates that the pattern of durations does indeed follow the expected path.  Players in the middle stages of their careers, whose expected performance is more predictable less than very young and very old players, are more likely to have long-term contracts.  These data show that players tend to secure their longest contracts when they have approximately nine years of prior experience in the league.

Regressions Two through Five:
If we include OPS, AVG, SLG, or OBP as an explanatory variable in this regression, we would expect it to have a positive coefficient.  Namely, players who perform better should also be able to secure more long-term contracts because teams most value having these kinds of players for extended periods of time.  Indeed, this is what we observe.  The performance coefficients are all positive and significant, indicating that better players do indeed tend to secure more long-term contracts.  Again, the peak in contract duration occurs when a player has approximately nine or ten years of experience.

Regression Six:
If I add a measure of how incentive-laden the player’s contract is, I would expect this explanatory variable to have a positive effect.  As I mentioned above, we might expect to see a tradeoff between the weight of incentive clauses and the duration of the contract.  Namely, teams might be more willing to commit to multiyear contracts if a larger portion of the income is determined by the player’s performance.  Putting a larger portion of the salary into incentive clauses transfers risk from the owners to the players; consequently, teams would be more inclined to accept the risk associated with long-term contracts.  Furthermore, inserting incentive clauses might also help avoid some of the shirking problems associated with long-term contracts.  This isn’t what the data show, though.  The “salary ratio” coefficient is negative, the opposite sign of what’s expected.  It is, however, not significant.

The second aspect of contracts relating to the possibility of shirking is the prevalence of incentive clauses.  As I discussed in the “theory” chapter, a player who has a larger portion of his salary guaranteed also bears less risk.  How might the weight of bonus income relative to base salary vary with prior experience?  We’d expect this relationship to follow a parabolic path.  Specifically, younger players and older players, whose performance is less certain, should have more income riding on bonuses because owners would be less inclined to provide them with insurance.  Players in the middle stages of their careers, however, should perform more predictably, thereby reducing the risk associated with their performance.   This fact makes teams more willing to guarantee a larger portion of his income.


I ran regressions showing how the player’s prior experience in the league might be correlated with the weight of incentives in his contract.  Bonus-base salary ratio was the dependent variable.  I included the player’s prior experience prior to the signing of the contract, different measures of prior performance, and, in one regression, the duration of his contract.

Table 4.7  Determinants of Bonus/Base Salary Ratio
	Dependent Variable:  Bonus-Base Salary Ratio

	
	Test One

(S.E.)
	Test Two

(S.E)
	Test Three

(S.A.)
	Test Four

(S.A.)
	Test Five

(S.A.)
	Test Six

(S.E.)

	Prior Experience
	-0.0684*

(0.0209)
	-0.0736**

(0.0213)
	-0.0694**

(0.0211)
	-0.0720**

(0.0212)
	-0.0749**

(0.0214)
	-0.0713**

(0.0225)

	(Prior Experience)2
	0.00589**

(0.00126)
	0.00612**

(0.00127)
	0.00594**

(0.00127)
	0.00606**

(0.00127)
	0.00616**

(0.00128)
	0.00599**

(0.00134)

	Prior OPS
	-
	0.191

(0.160)
	-
	-
	-
	0.206

(0.167)

	Prior AVG
	-
	-
	0.137

(0.411)
	-
	-
	

	Prior SLG
	-
	-
	
	0.241

(0.243)
	-
	

	Prior OBP
	-
	-
	-
	
	0.531

(0.398)
	

	Duration
	-
	-
	-
	-
	-
	-0.00682

(0.0218)

	Constant
	0.403**

(0.0669)
	0.277*

(0.125)
	0.370**

(0.121)
	0.314**

(0.112)
	0.249*

(0.133)
	0.272*

(0.126)

	R-Squared
	0.0605
	0.0631
	0.0607
	0.0623
	0.0637
	0.0633


N = 513

* -- significant on 5% level (1-tailed test)

** -- significant on 1% level (1-tailed test)

Interpretation of the Results

Test One:  The positive and significant coefficient on the quadratic term suggests that players in the middle of their careers tend to have a relatively larger share of their income guaranteed than younger and older players.  This finding supports our intuition.  According to the regression coefficients, the minimum of bonus-base salary ratio occurs after approximately five to six years.

Test Two Through Five:  Including a player’s performance statistic as another variable does not illuminate much.  According to the regression, when controlling for experience, better players tend to have more income depend on bonuses, although the performance coefficients are insignificant.  Our theory is ambiguous on what sign this coefficient should have.  Again, the minimal bonus-base salary ratio occurs approximately when a player has between five and six years of prior experience.

Test Six:  Adding contract duration as another explanatory variable, we would expect its coefficient to be positive.  Namely, teams should be willing to trade off between more incentive-laden contracts and shorter contracts.  The data don’t support this claim, however.  Rather, it appears that longer contracts also tend to have relatively fewer incentive clauses.  This finding contradicts our theory, but the coefficient is statistically insignificant.

4.6
Do Players Shirk?


In order to test the hypothesis that players with several years remaining on their current contracts have a reason to shirk, I gathered performance data for each player in two different years.  One is the current year of the contract (in my case, either 1998, 2000, or 2001).  The other is the year before the player’s current contract.  So, if a player in 2000 signed his current contract in 1998, I gathered performance statistics for 2000 and 1997.  Players who were rookies and had no prior experience in the Major Leagues were therefore ignored.


Recall that present-day performance affects the player’s income stream in two ways: by future affecting future contracts and by determining bonus income.  First, let’s examine how future contracts affect current performance.  If the model previously outlined is correct, then players put in less effort if they have more years remaining on their contracts for two reasons.  For one, the future income they will earn from later contracts is farther away when a player is signed for several years under his current contract.  Consequently, the player discounts this income more heavily, and it is less valuable to him.
  Because the future income is less valuable, he has less of a reason to perform well now.  Secondly, the player probably knows that his performance in the early stages of a long-term contract will not affect his future contracts as much as his performance immediately before the signing of his next contract.
  If performance determines player income and teams weigh the most recent performance more than performance from several yeas in the past, the player has a reason to try especially hard during the last years of his contract.


Given this framework, it might be useful to compare the player’s performance in the current year to his performance in the year immediately prior to signing.  This implicitly assumes that the performance immediately prior to signing is the best measure of the player’s “potential.”  The difference between these performance measures gives us an approximation of the player’s effort level.  The greater the difference, the greater the effort, and vice versa.  If the model is correct, we would expect to see a negative correlation between the number of years remaining on a player’s contract and the difference stated above.


I ran regressions showing how relative performance in different statistical categories was correlated with the number of years remaining.  Since players with fewer at-bats also probably have a greater variance in performance, I controlled for heteroskedasticity by accounting for the number of at-bats.  I also included a linear and quadratic experience term in order to see how the extent of a player’s experience affects his performance.

Table 4.8
Effects of multiyear contracts on performance
Dependent Variable

	
	OPSDIFF

(S.E.)
	AVGDIFF

(S.E.)
	SLGDIFF

(S.E.)
	OBPDIFF

(S.E.)

	Years Remaining
	-0.0108**

(0.00456)
	-0.00425**

(0.00174)
	-0.00674*

(0.00308)
	-0.00403*

(0.00179)

	Experience
	-0.00997

(.00482)
	-0.00331

(0.00184)
	-0.00487

(0.00327)
	-0.00510

(0.00190)

	(Experience)2
	0.000317

(0.000289)
	-0.000113

(0.000110)
	0.000116

(0.000195)
	0.000200

(0.000113)

	Constant
	0.0502**

(0.0159)
	0.0140*

(0.00605) 
	0.01072**

(0.0107)
	0.0220**

(0.00623)

	R-squared
	0.0397
	0.0323
	0.0310
	0.0440


N = 567

* -- significant on 5% level (1-tailed test)

** -- significant on 1% level (1-tailed test)

These results appear to support the model.  Namely, having additional years remaining on a player’s contract has a negative effect on his performance.  When controlling for prior experience, an additional year remaining on a player’s contract results in a decline in OPS of .01, in batting average of .004, in slugging percentage of .007, and in on-base percentage of .004.  Furthermore, the “years remaining” coefficient is significant for each measure of performance, whereas the other explanatory variables were not always significant.  The quadratic experience term has the opposite sign of what is predicted, but it is also statistically insignificant.

Teams might try to combat this problem by giving players more incentive clauses.  As my model suggests, however, an even distribution of bonus salary over the course of a contract will not completely solve the shirking problem.  The player will have less of a reason to shirk during a year in which much of his income depends on performance.

The “ bonus/base salary ratio” variable shows how much of the player’s income depends on his performance.  Adding this fraction as an explanatory variable, we would expect its coefficient to be positive; a larger relative share of bonus income should result in better performance.  Here’s what we see, again after controlling for heteroskedasticity:

Table 4.9
Effectiveness of Incentive Clauses







Dependent Variable

	
	OPSDIFF

(S.E.)
	AVGDIFF

(S.E.)
	SLGDIFF

(S.E.)
	OBPDIFF

(S.E.)

	Years Remaining
	-0.0107**

(0.00457
	-0.004251**

(0.00174)
	-0.00676*

(0.00309)
	-0.003982

(0.00179)

	Experience
	-0.0105

(0.00492)
	-0.00340

(0.00188)
	-0.00503

(0.00332)
	-0.00550

(0.00193)

	(Experience)2
	-0.000358

(0.000295)
	0.000120

(0.000113)
	-0.000129

(0.000199)
	0.000229

(0.000116)

	Bonus/Base Salary Ratio
	-0.00709

(0.00922)
	-0.00124

(0.00351)
	-0.00251

(0.00623)
	-0.00458

(0.00362)

	Constant
	0.0537

(0.0166)
	0.0146

(0.00632)
	0.0294

(0.0112)
	0.0243

(0.00650)

	R-squared
	0.0407
	0.0326
	0.0312
	0.0466


Based on the bonus-base salary coefficients, it does not appear that bonuses play an effective role in preventing shirking.  The signs on these coefficients are all negative, which is the opposite of what’s expected, but they are also insignificant.

5.
Conclusion

In summary, I have attempted to show how baseball contracts, by either providing a base salary or guaranteeing several years of future income, transfer the risk associated with performance from the player to the team.  This “insurance policy” gives rise to a moral hazard problem.  In the context of a multiyear contract, my model shows that the player has an incentive not to put forth as much effort in the early stages of the contract as he does in the later years of the deal.


I have used recent data to show how these two different “types” of insurance are correlated with player experience.  According to my findings, players whose performance is usually considered the least risky- namely, those who are in the middle stages of their careers, are also able to secure the most insurance from teams.  Next, I showed that, as a result of this insurance, player performance does indeed seem to decline when the player has multiple years remaining on his contract.  There is a negative relationship between the player’s performance relative to his expected level of output and the number of years remaining on his contract.  This finding is consistent with our theory.
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� Flood himself never reported to Philadelphia.  After the 1969 season he didn’t play again until 1971, when he finished his career with the Washington Senators.


� Official contract data are unavailable for the reserve-clause era, but anecdotal evidence indicates that multi-year contracts were practically non-existent at the time.


� I hesitate to support this claim, since it seems to imply that teams and players had equal bargaining power during time of the reserve clause.  This was patently not the case.  Even if players valued the security of multiyear contracts very highly, teams had little reason to accommodate the players’ desires.


� It might be the case that an above-average year would help a player secure a long-term deal, but I have a hard time believing that teams would sign a player to a contract of five years or more (this is the duration that Krautmann focuses on) based solely on one year of outstanding performance.  Rather, wouldn’t teams be more likely to sign these players to one- or two-year deals, thereby avoiding unnecessary risk?


� One might attribute the apparent overcompensation of the more experienced players to the “star phenomenon.”  Namely, some players become so popular that they generate revenue, regardless of how effectively they help their teams win games.  For instance, numerous fans flock to watch the San Francisco Giants primarily to see Barry Bonds hit home runs; seeing the Giants win the game is often secondary.


� As I mentioned above, Lehn (1982) also viewed long-term contracts as providing insurance for the player.


� It could be argued that effort should not be discounted at the same rate as income.  To keep the model tractable, however, effort is being discounted at the same rate as income.


� Because of time constraints, I examined only hitters and ignore pitchers.  In addition, an individual pitcher will only play in a fraction of his team’s games, whereas non-pitchers tend to participate in a most games.  Hence, a larger set of performance data was available for hitters.


� 1999 was not included in my study because Major League Baseball did not provide me with contract data for this year.


� Zimbalist (1991) and Scully (1974), among others, ignore defensive performance data in their studies.


� So, if a player were traded from Anaheim to Detroit during the course of the 2000 season, he would appear on Detroit’s team in the 2000 Exhibit One, with a note indicating that he was acquired during an in-season trade.


� Some multiyear contracts stipulated an “option” year in the future, where either the team or the player has the choice of extending the current contract for an additional year under terms previously negotiated.  Whenever a decision on the option year had not yet been made, I did not count that year as another “year remaining” on the contract.


� In some cases, a player signed a one-year deal in the middle of the season.   For example, in 2000 Bernard Gilkey was released by Arizona and signed with Boston in July, roughly the middle of the season.  So, even though the contract techinically did not cover a full year, I rounded up to a year.


� It should be noted, however, that a significant amount of potential bonus income depended upon factors outside of the player’s control.  For instance, players were commonly given incentives for being the Most Valuable Player in the divisional playoffs or the World Series.  While a player’s performance can certainly help his team reach the postseason, he surely cannot carry the team that far by himself.  Being named an All-Star, on the other hand, is much more within the player’s control.


� This sample is different from the one I used when analyzing contract durations.  When I discussed the different contract durations and average salaries, I made sure to remove all duplicate contracts.  Specifically, if a player appeared in two separate years but was playing under the same contract in both years, he counted only once.  Here, however, I include both years, because I am focusing only on peformance statistics.


� Admittedly, I make an arbitrary cut-off point here.  The point is to remove players who did not amass enough at-bats over the course of the season to give a statistically reliable indication of performance.  The precise cut off point, whether it be 90, 100 or 110, does not affect the general conclusion.


� The sample sizes differ for the different variables because some information was not available for certain players.  For instance, players who had no prior experience did not have prior performance data.  In addition, contract information for a few players (such as those who changed teams in mid-season) was not readily available.


� Recall from the model above that in a two-year contract, during the first yearthe player discounts his earnings from future contracts by an additional (1+r) term.


� Specifically, the player knows that � EMBED Equation.3  ���< � EMBED Equation.3  ���.
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