
	  

	  
	  
	  
	  
	  

The	  Impact	  of	  Sports	  League	  
	  

Structure	  on	  Fan	  Welfare	  
	  

	  
	  
	  
	  

Daniel	  Nussbaum	  
	  

Faculty	  Advisor:	  Professor	  Collin	  Raymond	  
	  

May	  4,	  2016	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  

Submitted	  to	  the	  Department	  of	  Economics	  
at	  Amherst	  College	  in	  partial	  fulfillment	  of	  the	  requirements	  

for	  the	  degree	  of	  Bachelor	  of	  Arts	  with	  honors.	  
	  



	  

i	  
	  

	  
Abstract	  

	  
	  
Sports	  leagues	  are	  structured	  in	  two	  fundamentally	  different	  ways.	  In	  Europe,	  there	  

are	  open	  leagues	  while	  in	  North	  America	  there	  are	  closed	  leagues.	  The	  difference	  in	  

league	  structure	  causes	  higher	  entry	  barriers	  for	  North	  American	  leagues.	  In	  this	  

paper	  I	  investigate	  which	  sports	  league	  structure	  is	  best	  for	  consumer	  welfare.	  

Which	  structure	  is	  optimal	  will	  depend	  on	  what	  fans	  derive	  utility	  from.	  The	  

literature	  suggests	  that	  fans	  care	  about	  two	  types	  of	  uncertainties:	  in-‐season	  

uncertainty	  and	  out-‐of-‐season	  uncertainty.	  I	  develop	  a	  formal	  model	  for	  both	  types	  

of	  uncertainty.	  I	  then	  solve	  for	  the	  optimal	  talent	  distribution	  and	  show	  how	  it	  

depends	  on	  the	  relative	  weights	  that	  fan’s	  places	  on	  each	  notion	  of	  uncertainty.	  

Next,	  I	  consider	  various	  policies	  that	  a	  league	  can	  adopt	  to	  reach	  the	  optimal	  talent	  

distribution.	  I	  then	  discuss	  how	  the	  different	  league	  structures	  impact	  the	  ability	  of	  

the	  league	  to	  adopt	  these	  policies.	  I	  find	  that	  the	  optimal	  league	  structure	  for	  in-‐

season	  uncertainty	  is	  ambiguous.	  But,	  a	  closed	  league	  is	  strictly	  optimal	  for	  

maximizing	  out-‐of-‐season	  uncertainty.	  	  
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1	  	  	  Introduction	  
	  
	   Across	  all	  entertainment	  products	  people	  value	  uncertainty.	  Movies	  are	  

frequently	  lauded	  for	  having	  a	  twist	  ending	  or	  criticized	  for	  being	  too	  predictable.	  

The	  fact	  that	  the	  outcome	  is	  unpredictable	  makes	  the	  event	  more	  gripping	  and	  

entertaining.	  This	  is	  particularly	  true	  for	  the	  consumption	  of	  sports.	  No	  one	  would	  

watch	  the	  Super	  Bowl	  if	  they	  already	  knew	  the	  winner	  and	  the	  outcome	  of	  every	  

play.	  People	  place	  value	  on	  the	  result	  being	  surprising.	  Thus,	  to	  increase	  sports	  fans’	  

utility	  the	  league	  should	  be	  structured	  in	  such	  a	  way	  that	  promotes	  surprise.	  

	   When	  we	  look	  at	  how	  sports	  leagues	  are	  actually	  organized	  we	  observe	  two	  

distinct	  league	  structures.	  In	  North	  America,	  leagues	  are	  structured	  as	  “closed	  

leagues”.	  	  A	  closed	  league	  is	  defined	  as	  one	  in	  which	  entry	  to	  the	  league	  is	  based	  on	  

the	  approval	  of	  current	  members.	  The	  justification	  for	  these	  high	  entry	  barriers	  is	  

that	  it	  encourages	  investment	  in	  the	  long-‐term	  interest	  of	  the	  league	  because	  teams	  

that	  make	  the	  investment	  are	  assured	  to	  capture	  more	  of	  the	  benefit	  of	  the	  

investment	  in	  the	  future.	  	  

	   In	  contrast,	  in	  Europe,	  the	  leagues	  are	  structured	  as	  “open	  leagues”.	  Open	  

leagues	  are	  leagues	  that	  use	  a	  promotion	  and	  relegation	  system.	  There	  is	  a	  hierarchy	  

of	  divisions	  and	  at	  the	  end	  of	  every	  season	  the	  best	  teams	  in	  a	  division	  are	  promoted	  

to	  a	  higher	  division	  and	  the	  worst	  teams	  in	  a	  division	  are	  relegated	  to	  a	  lower	  

division.	  	  

	   Due	  to	  the	  nature	  of	  sports	  as	  a	  good,	  it	  is	  unclear	  which	  league	  structure	  is	  

preferable.	  What	  policies	  maximize	  fan	  welfare	  will	  depend	  on	  what	  exactly	  fans	  
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derive	  utility	  from.	  There	  is	  a	  wide	  spread	  belief	  that	  fans	  get	  utility	  from	  

uncertainty	  regarding	  the	  outcomes	  of	  sporting	  events	  and	  seasons.	  However,	  it	  is	  

not	  obvious	  how	  to	  define	  uncertainty.	  In	  particular,	  in	  sports	  leagues	  there	  are	  two	  

distinct	  forms	  of	  uncertainty.	  During	  a	  season,	  teams	  compete	  to	  win	  each	  individual	  

game.	  	  Thus,	  fans	  receive	  utility	  from	  uncertainty	  about	  who	  wins	  an	  individual	  

contest.	  This	  type	  of	  outcome	  uncertainty	  is	  typically	  referred	  to	  as	  in-‐season	  

outcome	  uncertainty.	  

	   However,	  there	  is	  also	  a	  second	  type	  of	  uncertainty.	  Over	  the	  course	  of	  a	  

season	  teams	  also	  compete	  to	  win	  the	  championship	  of	  the	  league.	  If	  one	  team	  

continually	  wins	  the	  championship,	  fans	  will	  lose	  interest	  in	  the	  league.	  This	  is	  

because	  there	  is	  no	  uncertainty	  about	  the	  final	  outcome	  of	  the	  season.	  I	  will	  refer	  to	  

this	  type	  of	  uncertainty	  as	  out-‐of-‐season	  outcome	  uncertainty.	  

	   In	  the	  real	  world,	  sports	  fans	  seem	  to	  value	  both	  types	  of	  uncertainty.	  Thus,	  

in	  order	  to	  understand	  the	  ideal	  structure	  of	  a	  league,	  it	  is	  necessary	  to	  understand	  

both	  the	  two	  types	  of	  outcome	  uncertainty	  and	  how	  the	  closed	  or	  open	  structure	  

affects	  the	  ability	  of	  leagues	  to	  provide	  them	  to	  fans.	  

	   In	  this	  paper	  I	  provide	  tractable	  formalizations	  for	  both	  types	  of	  uncertainty	  

and	  solve	  for	  the	  ideal	  talent	  distribution	  in	  a	  league	  where	  fans	  only	  care	  about	  one	  

type	  of	  uncertainty.	  I	  then	  weight	  both	  types	  of	  uncertainty,	  set	  up	  and	  solve	  the	  

joint	  optimization	  problem.	  After	  I	  determine	  the	  ideal	  talent	  distribution,	  I	  discuss	  

policies	  that	  leagues	  can	  enact	  to	  allow	  them	  to	  move	  to	  this	  ideal	  distribution	  and	  

how	  league	  structure	  impacts	  their	  ability	  to	  adopt	  these	  policies.	  	  	  	  	  
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	   An	  open	  league	  structure	  differs	  from	  a	  closed	  league	  structure	  in	  their	  

ability	  to	  use	  a	  promotion	  and	  relegation	  policy.	  Intuitively,	  this	  could	  make	  an	  open	  

league	  better	  able	  to	  provide	  fans	  with	  in-‐season	  outcome	  uncertainty.	  Promotion	  

and	  relegation	  replaces	  the	  worst	  teams	  in	  a	  league	  with	  more	  talented	  teams.	  This	  

narrows	  the	  overall	  talent	  spread	  of	  the	  league	  and	  makes	  the	  outcome	  of	  games	  

harder	  to	  predict.	  	  

	   However,	  this	  same	  open	  nature	  makes	  the	  league	  worse	  at	  adopting	  policies	  

that	  improve	  out-‐of-‐season	  outcome	  uncertainty.	  Out-‐of-‐season	  outcome	  

uncertainty	  is	  concerned	  with	  rankings	  across	  seasons.	  Because	  it	  involves	  the	  

results	  of	  future	  seasons,	  it	  can	  be	  viewed	  as	  an	  investment	  the	  teams	  in	  a	  league	  

make	  towards	  the	  future	  prosperity	  of	  the	  league.	  But,	  in	  an	  open	  league,	  teams	  are	  

less	  likely	  to	  make	  that	  investment.	  Because	  they	  may	  no	  longer	  be	  in	  the	  league,	  

they	  discount	  the	  future	  more	  heavily.	  This	  makes	  them	  less	  likely	  to	  adopt	  policies	  

that	  improve	  out-‐of-‐season	  outcome	  uncertainty.	  	  

	   In	  this	  paper	  I	  answer	  which	  league	  structure	  is	  preferred	  when	  taking	  both	  

types	  of	  outcome	  uncertainty	  into	  account.	  I	  formulate	  a	  model	  of	  both	  types	  of	  

uncertainty	  and	  investigate	  how	  league	  structure	  impacts	  the	  ability	  of	  teams	  to	  

reach	  the	  optimal	  talent	  distribution.	  Which	  league	  structure	  is	  preferred	  depends	  

on	  how	  one	  weighs	  these	  two	  different	  types	  of	  outcome	  uncertainty.	  

2	  	  	  Background	  
	  
	   There	  is	  a	  lack	  of	  consensus	  about	  the	  impact	  of	  league	  structure.	  This	  is	  

driven	  by	  a	  disagreement	  over	  what	  consumers	  prefer.	  The	  first	  paper	  in	  this	  field,	  
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Rottenberg’s	  1956	  paper,	  assumes	  that	  fans	  prefer	  a	  league	  that	  has	  “uncertainty	  of	  

outcome.”	  Since	  that	  paper	  “outcome	  uncertainty	  has	  been	  widely	  regarded	  as	  the	  

key	  to	  the	  economic	  analysis	  of	  professional	  team	  sports	  ”	  (Peel	  and	  Thomas,	  p.	  1).	  	  

This	  has	  since	  been	  separated	  into	  different	  forms	  of	  uncertainty	  of	  outcome.	  	  

	   One	  type	  of	  uncertainty	  is	  in-‐season	  outcome	  uncertainty.	  In-‐season	  outcome	  

uncertainty	  “emphasizes	  the	  uncertainty	  of	  match	  outcome”	  (Czarnitzki	  and	  

Stadtmann,	  p.	  4).	  The	  idea	  is	  that	  if	  the	  outcome	  of	  the	  game	  is	  less	  certain	  then	  the	  

game	  will	  be	  closer	  and	  more	  competitive,	  benefiting	  fans.	  	  

	   This	  begs	  the	  question:	  why	  do	  fans	  care	  about	  competitive	  games?	  There	  

have	  been	  several	  papers	  studying	  this.	  They	  all	  arrive	  at	  a	  similar	  conclusion:	  

surprise.	  	  In	  their	  2001	  paper	  Caplin	  and	  Leahy	  note	  that	  the	  typical	  economic	  

rationale,	  which	  does	  not	  include	  surprise,	  “is	  ill-‐suited	  to	  capturing	  anticipatory	  

emotions…	  that	  are	  predicated	  on	  an	  uncertain	  future”	  (p.	  1).	  	  It	  is	  the	  uncertainty	  

surrounding	  the	  outcome	  that	  drives	  us	  to	  care	  about	  the	  games	  being	  competitive	  

and	  close.	  	  

	   Evan	  Osborne	  uses	  this	  uncertainty	  to	  model	  why	  fans	  care	  about	  upsets.	  He	  

defines	  upsets	  as	  a	  low	  probability	  outcome.	  He	  notes,	  “the	  low-‐probability	  outcome	  

seems	  to	  generate	  excitement	  in	  its	  own	  right”	  (2012,	  p.	  315).	  Here	  he	  is	  identifying	  

the	  role	  surprise	  plays.	  Even	  if	  one	  is	  not	  a	  fan	  of	  either	  teams	  the	  unpredictable	  

outcome	  generates	  excitement,	  or	  utility,	  simply	  because	  it	  is	  surprising.	  	  

	   Borwein,	  Borwein	  and	  Marechal	  argue	  that	  what	  we	  should	  really	  care	  about	  

is	  expected	  surprise	  (2000,	  p.	  517).	  	  Low	  probability	  outcomes	  generate	  high	  

surprise	  values.	  But,	  because	  they	  occur	  with	  low	  probability	  they	  may	  not	  
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maximize	  expected	  surprise.	  While	  there	  is	  some	  literature	  on	  the	  role	  of	  surprise	  

there	  have	  been	  no	  models	  that	  I	  have	  found	  that	  explore	  the	  impact	  league	  

structure	  has.	  	  

	   A	  second	  type	  of	  uncertainty	  is	  out-‐of-‐season	  outcome	  uncertainty.	  Out-‐of-‐

season	  outcome	  uncertainty	  is	  impacted	  by	  how	  likely	  successful	  teams	  from	  last	  

year	  will	  be	  successful	  this	  year.	  If	  there	  is	  little	  correlation	  between	  success	  in	  one	  

season	  and	  success	  in	  the	  next	  season,	  then	  there	  is	  high	  out-‐of-‐season	  outcome	  

uncertainty.	  However,	  once	  again	  there	  is	  a	  lack	  of	  explanation	  about	  why	  fans	  care	  

about	  not	  knowing	  who	  will	  win	  and	  also	  a	  lack	  of	  models	  incorporating	  league	  

structure.	  

	   There	  has	  been	  difficulty	  in	  measuring	  both	  types	  of	  outcome	  uncertainty	  

empirically.	  The	  usual	  methods	  to	  measure	  in-‐season	  uncertainty	  of	  outcome	  are	  to	  

use	  betting	  odds	  or	  the	  standard	  deviations	  of	  winning	  percentages.	  Both	  are	  

problematic.	  Betting	  odds	  can	  be	  misleading	  as	  they	  are	  not	  meant	  to	  be	  the	  

probability	  of	  a	  team	  winning,	  but	  are	  rather	  set	  to	  ensure	  the	  house	  does	  not	  lose	  

money.	  But,	  according	  to	  Sloane	  (2006),	  most	  approaches	  based	  off	  standings	  ignore	  

home	  field	  advantage.	  This	  causes	  them	  to	  underestimate	  the	  probability	  of	  the	  

home	  team	  winning.	  

	   There	  has	  also	  been	  disagreement	  over	  whether	  consumers	  care	  about	  any	  

type	  of	  outcome	  uncertainty.	  It	  has	  been	  difficult	  to	  show	  that	  they	  do.	  Much	  of	  the	  

literature	  focuses	  on	  attendance.	  But,	  there	  are	  two	  large	  flaws	  with	  that	  approach	  

(Sloane,	  2006).	  The	  first	  is	  that	  the	  majority	  of	  tickets	  sold	  are	  season	  tickets,	  which	  

cannot	  be	  affected	  by	  seasonal	  uncertainty.	  The	  second	  problem	  is	  that	  when	  there	  
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are	  sell-‐outs	  the	  demand	  is	  censored.	  Forrest,	  Simmons,	  and	  Buraimo	  (2005)	  

address	  these	  problems	  by	  looking	  at	  T.V	  viewership,	  which	  they	  call	  the	  couch	  

potato	  audience.	  They	  find	  a	  statistically	  significant,	  at	  1%,	  relationship	  between	  

outcome	  uncertainty	  and	  viewership.	  

	   The	  minority	  view	  in	  the	  literature	  is	  that	  fans	  care	  more	  about	  quality	  of	  

talent	  rather	  than	  outcome	  uncertainty	  (Jasina	  and	  Rotthoff,	  2010).	  From	  this	  they	  

argue	  that	  open	  leagues	  have	  higher	  spending,	  leading	  to	  higher	  quality	  play,	  and	  

higher	  fan	  utility.	  But,	  the	  correlation	  between	  pay	  and	  quality	  of	  talent	  is	  driven	  by	  

the	  number	  of	  leagues,	  not	  by	  league	  structure.	  If	  there	  were	  only	  one	  league	  for	  a	  

particular	  sport,	  then	  the	  talent	  level	  in	  that	  league	  would	  be	  fixed	  and	  uncorrelated	  

with	  pay.	  Thus,	  I	  will	  assume	  that	  the	  structure	  of	  the	  league	  has	  no	  bearing	  on	  the	  

quality	  of	  talent	  it	  attracts.	  	  

	   There	  has	  been	  some	  work	  done	  on	  the	  impact	  of	  league	  structure	  on	  fan	  

welfare.	  The	  literature	  supports	  the	  idea	  that	  in-‐season	  outcome	  uncertainty	  is	  

higher	  in	  the	  open,	  European	  leagues	  (ex.	  Forrest,	  Simmons	  and	  Buraimo,	  2005).	  

Puterman	  and	  Wang	  (2011)	  ran	  a	  computer	  simulation	  on	  data	  from	  the	  NBA	  to	  find	  

whether	  an	  open	  league	  would	  provide	  better	  in-‐season	  uncertainty.	  They	  found	  

that	  if	  the	  NBA	  were	  divided	  into	  three	  divisions	  with	  ten	  teams	  each,	  then	  in-‐season	  

uncertainty	  would	  increase.	  

	   	  However,	  these	  papers	  do	  not	  consider	  the	  how	  league	  structure	  impacts	  

out-‐of-‐season	  uncertainty.	  The	  papers	  that	  have	  considered	  out-‐of-‐season	  

uncertainty	  have	  found	  that	  the	  American,	  closed-‐league	  model	  is	  better	  able	  to	  

provide	  out-‐of-‐season	  uncertainty	  (ex.	  Buzzacchi,	  Szymanski,	  and	  Valletti,	  2003).	  
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The	  authors	  conduct	  various	  empirical	  tests	  on	  three	  closed	  leagues	  and	  three	  open	  

leagues.	  They	  find	  that	  in	  closed	  leagues	  there	  is	  more	  variation	  in	  the	  teams	  that	  

win	  the	  league.	  This	  shows	  that	  closed	  leagues	  are	  better	  at	  providing	  out-‐of-‐season	  

uncertainty.	  	  

	   The	  literature	  lacks	  papers	  that	  consider	  both	  types	  of	  uncertainty.	  As	  such,	  

there	  has	  not	  been	  a	  definitive	  conclusion	  reached	  on	  which	  type	  of	  league	  structure	  

is	  better	  at	  increasing	  fan	  welfare.	  In	  this	  paper	  I	  fill	  that	  gap	  in	  the	  literature.	  

3	  	  	  Model	  and	  Results	  
	  
	   In	  this	  section	  I	  develop	  a	  theoretical	  model	  with	  which	  I	  find	  the	  talent	  

distribution	  that	  optimizes	  fan	  welfare.	  The	  theoretical	  model	  is	  composed	  of	  two	  

parts:	  in-‐season	  and	  out-‐of-‐season	  outcome	  uncertainty.	  Both	  types	  of	  uncertainty	  

depend	  solely	  on	  the	  talent	  level	  of	  teams	  in	  the	  league.	  	  

	   I	  begin	  by	  explaining	  and	  modeling	  in-‐season	  uncertainty.	  I	  then	  solve	  for	  the	  

optimal	  talent	  distribution.	  When	  fans	  solely	  care	  about	  in-‐season	  uncertainty,	  

consumer	  welfare	  is	  maximized	  when	  the	  talent	  across	  all	  teams	  is	  equal.	  Next,	  I	  

consider	  out-‐of-‐season	  uncertainty.	  I	  explain	  what	  it	  is,	  set	  up	  the	  model	  and	  solve	  

for	  team	  talent	  levels.	  	  The	  model	  reveals	  that	  in	  order	  to	  maximize	  consumer	  

welfare	  in	  a	  league	  only	  concerned	  with	  out-‐of-‐season	  uncertainty,	  the	  least	  talented	  

teams	  in	  the	  previous	  year	  should	  receive	  the	  most	  talent	  the	  next	  year.	  Finally,	  I	  

allow	  fans	  to	  care	  about	  both	  types	  of	  uncertainty	  to	  varying	  degrees.	  I	  proceed	  to	  

solve	  the	  static	  joint	  optimization	  problem	  regarding	  the	  allocation	  of	  talent	  for	  an	  n	  

team	  league.	  This	  is	  a	  static	  model	  as	  it	  only	  determines	  the	  optimal	  talent	  
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distribution	  for	  the	  next	  year	  given	  a	  prior	  talent	  distribution.	  The	  solution	  to	  the	  

model	  reveals	  the	  optimal	  talent	  distribution	  for	  the	  next	  year	  given	  an	  exogenous	  

talent	  distribution	  for	  the	  current	  year.	  	  

3.1	  	  	  In-‐Season	  Outcome	  Uncertainty	  
	  
	   The	  fact	  that	  fans	  care	  about	  in-‐season	  outcome	  uncertainty	  is	  both	  

supported	  by	  the	  literature	  and	  intuitively	  appealing.	  A	  game	  has	  more	  in-‐season	  

outcome	  uncertainty	  if	  it	  is	  harder	  to	  correctly	  predict	  the	  winner	  of	  the	  contest	  

before	  the	  game	  begins.	  This	  fits	  with	  our	  intuition.	  We	  view	  sporting	  events	  that	  

are	  not	  expected	  to	  be	  close,	  all	  else	  being	  equal,	  as	  less	  interesting	  and	  entertaining	  

than	  those	  that	  we	  do	  expect	  to	  be	  close.	  If	  we	  know	  the	  outcome	  of	  the	  game	  

beforehand,	  it	  clearly	  limits	  our	  enjoyment	  of	  the	  sporting	  event	  because	  there	  is	  no	  

surprise	  in	  the	  outcome.	  

	   In	  order	  to	  understand	  what	  in-‐season	  outcome	  uncertainty	  is	  it	  is	  useful	  to	  

look	  at	  examples	  of	  in-‐season	  outcome	  uncertainty	  at	  the	  extremes.	  Consider	  a	  

league	  with	  n	  teams.	  There	  are	  two	  types	  of	  teams	  in	  equal	  proportions.	  Type	  1	  is	  a	  

very	  talented	  team,	  while	  type	  2	  is	  a	  completely	  untalented	  team.	  This	  means	  that	  a	  

type	  1	  team	  will	  always	  beat	  a	  type	  2	  team.	  All	  games	  match	  a	  type	  1	  team	  versus	  a	  

type	  2	  team.	  In	  this	  case	  there	  is	  no	  in-‐season	  outcome	  uncertainty.	  Before	  every	  

game	  fans	  believe	  the	  type	  1	  team	  will	  win	  and	  the	  type	  1	  team	  always	  does.	  Fans	  

are	  never	  surprised	  at	  the	  outcome.	  This	  league	  minimizes	  in-‐season	  outcome	  

uncertainty.	  

	   Now	  consider	  a	  league	  with	  only	  one	  type	  of	  team.	  All	  teams	  have	  identical	  

talent	  levels.	  Fans	  in	  this	  league	  believe	  each	  team,	  being	  identical,	  has	  an	  equal	  
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chance	  of	  winning	  the	  game.	  One	  team	  will	  in	  fact	  win	  the	  game	  and	  generate	  some	  

amount	  of	  surprise	  and	  thus,	  in-‐season	  outcome	  uncertainty.	  But,	  this	  does	  not	  

generate	  the	  maximize	  amount	  of	  in-‐season	  outcome	  uncertainty	  for	  a	  single	  game.	  

The	  maximum	  amount	  of	  in-‐season	  uncertainty	  for	  a	  given	  game	  is	  when	  a	  team	  

with	  a	  99.99%	  chance	  of	  winning	  loses.	  However,	  designing	  a	  league	  like	  this	  might	  

not	  maximize	  in-‐season	  outcome	  uncertainty	  for	  the	  whole	  league	  because	  this	  

event	  would	  hardly	  ever	  occur.	  In	  every	  other	  game	  there	  would	  be	  almost	  no	  

surprise	  and	  almost	  no	  in-‐season	  outcome	  uncertainty.	  To	  maximize	  in-‐season	  

outcome	  uncertainty	  for	  the	  league	  we	  want	  to	  maximize	  the	  expected	  sum	  of	  it	  over	  

all	  individual	  games.	  Intuitively	  it	  seems	  as	  if	  a	  league	  with	  talent	  evenly	  distributed	  

across	  all	  teams	  will	  do	  this.	  Later,	  I	  formally	  model	  in-‐season	  outcome	  uncertainty	  

and	  show	  that	  this	  type	  of	  league	  does	  in	  fact	  maximize	  it.	  

	   Applying	  the	  notion	  of	  surprise	  to	  in-‐season	  uncertainty	  makes	  it	  easier	  to	  

see	  precisely	  what	  the	  term	  means.	  Surprise	  is	  simply	  when	  something	  that	  we	  do	  

not	  expect	  to	  happen	  happens.	  This	  is	  why	  people	  who	  are	  fans	  of	  neither	  team	  

competing	  enjoy	  upsets.	  The	  result	  is	  unexpected	  and	  thus,	  surprising.	  However,	  

from	  a	  policy	  perspective,	  the	  concern	  should	  be	  on	  maximizing	  expected	  surprise.	  

Because	  of	  this,	  outcomes	  with	  high	  surprise	  values	  are	  not	  optimal	  for	  the	  league	  to	  

induce.	  This	  is	  because,	  if	  we	  assume	  that	  people’s	  beliefs	  are	  rational,	  high	  surprise	  

events	  must	  be	  incredibly	  unlikely.	  Thus,	  the	  expected	  amount	  of	  surprise	  from	  that	  

contest	  is	  low.	  Since	  the	  league’s	  desire	  is	  to	  maximize	  overall	  surprise	  they	  must	  

maximize	  the	  expected	  surprise	  of	  every	  game.	  	  	  
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	   In	  order	  for	  the	  games	  to	  have	  the	  most	  expected	  surprise	  it	  must	  be	  as	  hard	  

as	  possible	  to	  predict	  the	  outcome	  beforehand.	  When	  the	  spread	  of	  talent	  in	  the	  

league	  is	  large,	  games	  frequently	  pit	  teams	  against	  each	  other	  that	  have	  vastly	  

different	  talent	  levels.	  These	  games	  are	  predictable.	  If	  we	  narrow	  the	  talent	  

distribution	  the	  games	  become	  more	  evenly	  matched	  and	  less	  predictable.	  Thus,	  in-‐

season	  outcome	  uncertainty	  is	  concerned	  with	  the	  spread	  of	  talent	  of	  the	  teams	  in	  

the	  league.	  Narrowing	  the	  spread	  of	  talent,	  ceteris	  paribus,	  will	  increase	  in-‐season	  

outcome	  uncertainty,	  while	  widening	  the	  spread	  will	  decrease	  it.	  	   	  	  

	   In-‐season	  outcome	  uncertainty	  can	  be	  modeled	  by	  a	  general	  function	  F	  

where	  F	  is	  concave	  and	  peaks	  when	  the	  talent	  of	  all	  teams	  equals	  1/n.	  I	  solve	  for	  the	  

optimal	  talent	  distribution	  given	  this	  general	  function.	  It	  may	  not	  be	  clear	  why	  the	  

general	  function	  F	  is	  an	  accurate	  way	  to	  model	  in-‐season	  uncertainty.	  To	  justify	  this	  

I	  will	  discuss	  a	  particular	  intuitive	  instance	  of	  F	  and	  show	  that	  it	  results	  in	  the	  same	  

optimal	  talent	  distribution.	  I	  will	  then	  discuss	  another	  instance	  of	  F	  and	  show	  that	  

the	  results	  still	  hold.	  

	   To	  develop	  the	  intuitive	  instance	  of	  F	  I	  rely	  on	  how	  Ely,	  Frankel	  and	  

Kamenica	  formally	  model	  surprise	  in	  their	  2015	  paper	  “Suspense	  and	  Surprise.”	  

They	  model	  surprise	  as	  “the	  Euclidean	  distance	  between	  μt	  and	  μt-‐1”	  where	  μt	  is	  the	  

agent’s	  belief	  about	  the	  outcome	  of	  the	  event	  in	  time	  period	  t	  and	  μt-‐1	  is	  the	  belief	  in	  

time	  period	  t-‐1.	  The	  advantage	  of	  this	  is	  it	  provides	  an	  intuitive	  model	  of	  surprise.	  It	  

simply	  says	  that	  the	  amount	  of	  surprise	  is	  the	  difference	  between	  what	  is	  expected	  

to	  happen	  and	  what	  does	  happen.	  This	  model	  assumes	  that	  the	  agents	  utility	  

function	  is	  u(x)=	  x1/2.	  	  In	  my	  model,	  period	  t	  is	  after	  the	  game	  takes	  place.	  Thus,	  μt	  is	  
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either	  1	  or	  0.	  To	  find	  expected	  surprise	  we	  just	  multiply	  this	  by	  the	  probability	  of	  it	  

happening.	  If	  we	  assume	  that	  beliefs	  are	  rational	  this	  becomes	  	  

𝐸𝑆 = |1 − µμ!!!| ∗ µμ!!! + |0 − µμ!!!|(1 − µμ!!!)  

	   This	  says	  that	  expected	  surprise	  is	  how	  surprising	  an	  event	  is	  multiplied	  by	  

the	  probability	  that	  it	  occurs.	  Because	  surprise	  cannot	  be	  negative	  I	  take	  its	  absolute	  

value.	  	  	  

	   I	  model	  the	  probability	  that	  a	  team	  will	  win	  a	  game	  using	  Luce’s	  Random	  

Choice	  model	  (Luce,	  1959).	  This	  makes	  the	  assumption	  that	  peoples’	  prior	  beliefs	  

are	  rational.	  Luce’s	  model	  states	  that	  the	  probability	  that	  team	  i	  will	  win	  a	  game	  is	  

equal	  to	  	  

𝑃(𝑖) =
𝑡!
𝑡!!
	  

In	  this	  function	  t	  is	  the	  talent	  level	  of	  a	  given	  team.	  I	  will	  be	  looking	  at	  leagues	  where	  

sporting	  competition	  involves	  direct	  completion	  between	  two	  teams.	  This	  means	  

that	  the	  denominator	  is	  just	  t1	  +	  t2.	  This	  probability	  is	  the	  prior	  belief,	  and	  thus,	  what	  

Ely,	  Frankel	  and	  Kamenica	  call	  μt-‐1.	  

	   We	  assume	  that	  in-‐season	  uncertainty	  is	  just	  the	  expected	  surprise	  of	  a	  given	  

game.	  So,	  under	  this	  assumption	  and	  the	  Luce	  approach,	  the	  equation	  for	  in-‐season	  

uncertainty	  for	  a	  single	  game	  is	  	  

𝐼𝑆 =
𝑡!

𝑡! + 𝑡!
1−

𝑡!
𝑡! + 𝑡!

+
𝑡!

𝑡! + 𝑡!
𝑡!

𝑡! + 𝑡!
	  

	   This	  specific	  function	  of	  the	  general	  function	  F	  is	  algebraically	  complicated.	  

In-‐season	  uncertainty	  can	  also	  be	  modeled	  more	  simply	  as	  
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𝐼𝑆 = 𝑙𝑛 𝑡! + ln  (𝑡!)
!

!!!
!!!

!

!!!

	  

	   I	  will	  refer	  to	  this	  instance	  of	  F	  as	  the	  natural	  log	  instance.	  In	  order	  for	  this	  

function	  to	  be	  an	  instance	  of	  the	  general	  function	  F	  it	  must	  be	  concave	  and	  reach	  a	  

maximum	  when	  the	  talent	  level	  of	  all	  teams	  is	  equal.	  This	  function	  is	  concave	  

because	  all	  the	  second	  partial	  derivatives	  with	  respect	  to	  ti	  are	  negative.	  I	  prove	  that	  

the	  function	  reaches	  a	  maximum	  when	  the	  talent	  level	  of	  all	  teams	  is	  equal	  below.	  

Thus,	  this	  is	  an	  instance	  of	  F.	  

Proposition	  1:	  If	  a	  league	  is	  solely	  seeking	  to	  maximize	  in-‐season	  uncertainty,	  

then	  all	  teams	  should	  have	  the	  same	  level	  of	  talent.	  

Proof:	  

I	  begin	  by	  proving	  Proposition	  1	  for	  the	  general	  form	  of	  F.	  I	  proceed	  to	  prove	  it	  for	  both	  

of	  the	  specific	  instance	  of	  F.	  The	  general	  model	  of	  in-‐season	  uncertainty	  is	  

𝐼𝑆 = 𝐹 𝑡!, 𝑡!,… 𝑡! 	  

From	  the	  concavity	  	  

𝐹!! < 0  𝑓𝑜𝑟  𝑎𝑛𝑦  𝑡	  

From	  the	  peak	  at	  1/n	  

𝐹! = 0  𝑎𝑡  𝑡! = 𝑡! = 𝑡! = 1/𝑛	  

Thus,	  in-‐season	  uncertainty	  is	  maximized	  when	  all	  the	  teams	  are	  equally	  talented.	   	  

	   I	  next	  prove	  it	  for	  the	  intuitive	  instance	  of	  F.	  As	  before,	  in-‐season	  uncertainty	  for	  

a	  single	  game	  is	  modeled	  as	  

𝐼𝑆 =
𝑡!

𝑡! + 𝑡!
1−

𝑡!
𝑡! + 𝑡!

+
𝑡!

𝑡! + 𝑡!
𝑡!

𝑡! + 𝑡!
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The	  first	  term	  is	  the	  probability	  that	  t1	  wins	  multiplied	  by	  the	  absolute	  value	  of	  the	  

difference	  between	  what	  actually	  happened,	  1,	  and	  the	  prior	  belief	  about	  what	  would	  

happen.	  The	  second	  term	  is	  similar	  but	  with	  t2	  winning,	  and	  thus	  what	  actually	  was	  

realized	  takes	  a	  value	  of	  0.	  This	  can	  be	  simplified	  to	  	  

𝐼𝑆 =
2𝑡!𝑡!
𝑡! + 𝑡! !	  

	  I	  assume	  that	  every	  team	  plays	  each	  other	  once,	  sum	  over	  all	  games	  and	  get	  the	  

general	  expression	  

𝐼𝑆 =
2𝑡!𝑡!
𝑡! + 𝑡!

!

!

!!!
!!!

!

!!!

	  

The	  first	  order	  conditions	  with	  respect	  to	  ti	  are	  

𝑑𝐼𝑆
𝑑𝑡!

= 2
𝑡! 𝑡! + 𝑡!

!
− 𝑡!𝑡!(2𝑡! + 2𝑡!)

𝑡! + 𝑡!
!

!

!!!
!!!

!

!!!

= 0	  

𝑑𝐼𝑆
𝑑𝑡!

=
𝑡!(𝑡! + 𝑡!)− 2𝑡!𝑡!

𝑡! + 𝑡!
!

!

!!!
!!!

!

!!!

= 0	  

𝑑𝐼𝑆
𝑑𝑡!

=
𝑡!! − 𝑡!𝑡!
𝑡! + 𝑡!   

!

!

!!!
!!!

!

!!!

= 0	  

Because	  of	  symmetry,	  we	  know	  that	  the	  first	  order	  condition	  with	  respect	  to	  tj	  is	  	  

𝑑𝐼𝑆
𝑑𝑡!

=
𝑡!! − 𝑡!𝑡!
𝑡! + 𝑡!   

!

!

!!!
!!!

!

!!!

= 0	  

I	  add	  these	  two	  equations	  together	  to	  get	  
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𝑡!! − 2𝑡!𝑡! + 𝑡!!

𝑡! + 𝑡!   
!

!

!!!
!!!

!

!!!

= 0	  

I	  factor	  the	  numerator	  	  

𝑡! − 𝑡!
!

𝑡! + 𝑡!   
!

!

!!!
!!!

!

!!!

= 0	  

I	  now	  impose	  the	  first	  constraint	  on	  team	  talent.	  I	  say	  that	  every	  team’s	  talent	  is	  

greater	  than	  0.	  Because	  of	  this	  constraint,	  the	  expression	  is	  always	  positive	  for	  all	  i	  and	  

j.	  	  In	  order	  for	  the	  summation	  to	  equal	  0,	  the	  numerator	  must	  equal	  0	  for	  all	  i	  and	  j.	  

The	  only	  way	  for	  this	  to	  happen	  is	  if	  	  

𝑡! = 𝑡! 	  for	  all	  i	  and	  j	  

I	  then	  impose	  one	  further	  constraint.	  I	  normalize	  team	  talent	  so	  that	  	  

𝑡!

!

!!!

= 1	  

There	  is	  an	  unconstrained	  maximum	  in	  the	  constrained	  space.	  Thus,	  it	  must	  

necessarily	  be	  the	  constrained	  maximum.	  This	  maximum	  is	  	  

𝑡! = 𝑡! = ⋯ = 𝑡! =
1
𝑛	  

	  Thus,	  Proposition	  1	  is	  proven	  for	  the	  intuitive	  instance	  of	  F.	  

	   I	  next	  consider	  the	  natural	  log	  instance	  of	  F.	  	  

𝐼𝑆 = 𝑙𝑛 𝑡! + 𝑙𝑛  (𝑡!)
!

!!!
!!!

!

!!!

	  

I	  set	  up	  the	  Lagrangian	  	  
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𝐼𝑆 = [𝑙𝑛 𝑡! + 𝑙𝑛  (𝑡!)
!

!!!
!!!

!

!!!

]+ λ(1− 𝑡!)
!

!!!

	  

I	  take	  the	  partial	  derivatives	  

𝑑𝐼𝑆
𝑑𝑡!

=
1
𝑡!
− λ = 0	  

𝑑𝐼𝑆
𝑑𝑡!

=
1
𝑡!
− λ = 0	  

…	  

𝑑𝐼𝑆
𝑑𝑡!

=
1
𝑡!
− λ = 0	  

I	  set	  all	  the	  partial	  derivatives	  equal	  to	  each	  other	  and	  get	  

1
𝑡!
=
1
𝑡!
= ⋯ =

1
𝑡!
	  

I	  take	  the	  inverse	  to	  get	  	  

𝑡! = 𝑡! = ⋯ = 𝑡!	  

Thus,	  Proposition	  1	  is	  proven	  for	  both	  the	  general	  model	  of	  in-‐season	  uncertainty	  and	  

both	  particular	  instances	  of	  the	  general	  function.	  

	   The	  result	  of	  this	  proof	  says	  that	  to	  maximize	  in-‐season	  outcome	  uncertainty	  

the	  talent	  of	  the	  two	  teams	  should	  be	  equal.	  This	  result	  is	  intuitive.	  Maximizing	  in-‐

season	  outcome	  uncertainty	  is	  equivalent	  to	  maximizing	  the	  expected	  surprise	  of	  a	  

given	  contest.	  By	  making	  the	  two	  teams	  evenly	  matched,	  the	  result	  of	  the	  match	  is,	  

on	  average,	  as	  unexpected	  as	  possible.	  In	  the	  rest	  of	  this	  paper	  I	  take	  in-‐season	  

uncertainty	  to	  have	  the	  functional	  form	  of	  the	  natural	  log	  instance	  of	  F.	  I	  do	  this	  for	  

the	  sake	  of	  algebraic	  clarity.	  
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	   This	  model	  leaves	  out	  a	  few	  things.	  For	  instance,	  it	  does	  not	  incorporate	  the	  

events	  internal	  to	  a	  game.	  It	  does	  not	  give	  more	  utility	  for	  a	  game	  where	  the	  result	  is	  

1-‐0	  as	  opposed	  to	  10-‐0,	  given	  the	  same	  prior	  beliefs.	  Clearly,	  the	  closer	  game	  is	  more	  

exciting.	  Having	  a	  wider	  talent	  distribution,	  which	  is	  influenced	  by	  league	  structure,	  

would	  cause	  more	  blowouts.	  But,	  because	  the	  prior	  beliefs	  are	  rational	  the	  prior	  

beliefs	  would	  also	  change.	  This	  change	  would	  decrease	  in-‐season	  uncertainty	  and	  

reflect	  the	  fact	  that	  blowouts	  decrease	  fan	  welfare.	  The	  other	  way	  to	  influence	  the	  

scoring	  spread	  depends	  on	  the	  rules	  of	  the	  game.	  For	  instance,	  if	  you	  make	  the	  goals	  

larger	  in	  soccer	  there	  will	  be	  more	  blowouts,	  or	  less	  suspenseful	  games.	  But,	  making	  

the	  goals	  larger	  is	  not	  determined	  by	  league	  structure	  and	  so	  we	  treat	  it	  as	  

exogenous	  and	  do	  not	  include	  it	  in	  the	  model.	  	  

3.2	  	  	  Out-‐of-‐season	  Outcome	  Uncertainty	  
	  
	   We	  often	  see	  behavior	  that	  seems	  anti-‐competitive	  justified	  by	  appeals	  to	  

parity.	  Parity	  means	  that	  across	  multiple	  seasons	  teams	  perform	  equally	  well.	  When	  

people	  refer	  to	  parity	  they	  are	  referring	  to	  out-‐of-‐season	  outcome	  uncertainty.	  

There	  is	  a	  conceptual	  difference	  between	  how	  in-‐season	  uncertainty	  and	  out-‐of-‐

season	  uncertainty	  are	  defined.	  In-‐season	  uncertainty	  is	  directly	  equivalent	  with	  in-‐

season	  surprise.	  However,	  out-‐of	  season	  uncertainty	  is	  not	  equivalent	  with	  out-‐of-‐

season	  surprise.	  If	  out-‐of	  season	  uncertainty	  meant	  surprise,	  then	  to	  maximize	  it	  

there	  would	  have	  to	  be	  no	  correlation	  between	  ranks	  across	  years.	  	  

	   However,	  that	  does	  not	  best	  promote	  parity	  and	  therefore	  is	  not	  what	  out-‐of-‐

season	  uncertainty	  is.	  In	  that	  type	  of	  league,	  the	  team	  that	  won	  the	  championship	  

the	  previous	  year	  would	  have	  a	  1/n	  chance	  of	  repeating	  as	  champions.	  Repeat	  
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champions	  would,	  by	  chance,	  happen.	  In	  a	  league	  structured	  like	  this	  parity	  would	  

not	  be	  maximized.	  In	  order	  to	  maximize	  parity,	  success	  one	  year	  must	  be	  negatively	  

correlated	  with	  success	  the	  next	  year.	  Thus,	  out-‐of-‐season	  outcome	  uncertainty	  is	  

not	  concerned	  with	  the	  ex-‐ante	  unpredictability	  of	  the	  rank	  ordering	  of	  teams.	  

Rather,	  it	  is	  concerned	  with	  the	  differences	  in	  the	  actual	  realization	  of	  team	  ranks	  

over	  time.	  When	  I	  talk	  about	  out-‐of-‐season	  outcome	  uncertainty	  this	  difference	  in	  

definitions	  becomes	  crucial.	  	  

	   It	  is	  widely	  accepted	  that	  fans	  care	  about	  parity	  and	  there	  are	  several	  

arguments	  supporting	  that	  conclusion.	  The	  simplest	  is	  that	  fans’	  utility	  function	  with	  

respect	  to	  championships	  is	  concave.	  This	  assumption	  is	  common	  for	  utility	  

functions	  of	  goods	  and	  results	  in	  a	  diminishing	  marginal	  utility	  from	  championships.	  

So,	  to	  maximize	  utility	  you	  would	  want	  to	  distribute	  championships	  evenly	  across	  

all	  teams.	  	  This	  requires	  making	  it	  unlikely	  that	  teams	  who	  have	  already	  won	  the	  

league	  win	  it	  again.	  

	   Therefore,	  the	  optimal	  design	  of	  a	  league	  with	  regards	  to	  out-‐of-‐season	  

outcome	  uncertainty	  would	  have	  winning	  this	  year	  be	  negatively	  correlated	  with	  

winning	  the	  next	  year.	  If	  a	  league	  was	  able	  to	  have	  the	  ranks	  of	  the	  teams	  flip	  so	  that	  

the	  winner	  this	  year	  comes	  in	  last	  next	  year,	  the	  second	  ranked	  team	  comes	  in	  

second	  to	  last	  next	  year	  and	  so	  on,	  that	  would	  maximize	  out-‐of-‐season	  outcome	  

uncertainty.	  It	  would	  make	  runs	  of	  championships	  impossible,	  increase	  parity,	  and	  

cause	  a	  negative	  correlation	  between	  winning	  this	  year	  and	  winning	  the	  next	  year.	  

We	  will	  normalize	  the	  talent	  in	  a	  given	  season	  such	  that	  it	  adds	  up	  to	  one	  and	  
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assume	  that	  a	  team’s	  rank	  is	  indicative	  of	  its	  talent	  through	  a	  mapping	  function.	  We	  

map	  rank	  linearly	  onto	  talent.	  We	  assume	  that	  it	  takes	  the	  functional	  form	  of	  	  	  

	  

𝑡! =
1
𝑛 +

1
𝑛! (

𝑛 + 1
2 − 𝑖)	  

Where	  ti	  is	  that	  talent	  for	  team	  i	  in	  the	  first	  season,	  n	  is	  the	  number	  of	  teams	  and	  i	  is	  

the	  rank	  of	  team	  i	  in	  that	  season.	  	  There	  are	  two	  important	  features	  of	  this	  function:	  

the	  sum	  of	  the	  talent	  for	  all	  the	  teams	  equals	  one,	  and	  the	  talent	  is	  in	  the	  same	  order	  

as	  the	  rank	  order	  of	  the	  teams.	  

	   We	  will	  define	  out-‐of-‐season	  uncertainty	  as	  

𝑂𝑈 = 𝑙𝑛  (𝑡! + 𝑡!∗)
!

!!!

	  

Where	  ti	  is	  the	  talent	  determined	  by	  last	  years	  rank	  and	  ti*	  is	  the	  talent	  at	  the	  start	  of	  

next	  year.	  I	  model	  it	  this	  way	  because	  out-‐of-‐season	  uncertainty	  is	  concerned	  with	  

teams	  being	  equally	  successful	  over	  time.	  The	  talents	  in	  both	  periods	  are	  added	  

together.	  This	  will	  punish	  teams	  in	  future	  periods	  for	  being	  successful	  in	  the	  past.	  

This	  ensures	  that,	  over	  the	  long	  run,	  teams	  perform	  similarly.	  	  I	  take	  the	  natural	  log	  

of	  this	  sum	  to	  give	  the	  function	  the	  correct	  concavity.	  	  

Proposition	  2:	  If	  a	  league	  cares	  solely	  about	  out-‐of-‐season	  outcome	  

uncertainty,	  the	  realized	  rank	  order	  of	  teams	  should	  flip	  in-‐between	  seasons.	  	  

Proof:	  

𝑂𝑈 = 𝑙𝑛  (𝑡! + 𝑡!∗)
!

!!!
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𝑠. 𝑡. 𝑡!∗ ≤ 1
!

!!!

	  

The	  Lagrangian	  is	  

𝑂𝑈 = 𝑙𝑛  (𝑡! + 𝑡!∗)
!

!!!

+ 𝜆(1− 𝑡!

!

!!!

)	  

I	  take	  the	  derivative	  with	  respect	  to	  all	  ti*	  	  

𝑑𝑂𝑈
𝑑𝑡!∗

=
1

𝑡!∗ + (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 1 )

− 𝜆 = 0	  

𝑑𝑂𝑈
𝑑𝑡!∗

=
1

𝑡!∗ + (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 2 )

− 𝜆 = 0	  

….	  

𝑑𝑂𝑈
𝑑𝑡!!!∗ =

1

𝑡!!!∗ + (1𝑛 +
1
𝑛!

𝑛 + 1
2 − (𝑛 − 1) )

− 𝜆 = 0	  

𝑑𝑂𝑈
𝑑𝑡!∗

=
1

𝑡!∗ + (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 𝑛 )

− 𝜆 = 0	  

	  

I	  move	  λ	  to	  the	  other	  side,	  set	  all	  the	  equations	  equal	  to	  each	  other,	  simplify	  and	  get	  

𝑡!∗ +
1
𝑛!

𝑛 + 1
2 − 1 = 𝑡!∗ +

1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 2 = ⋯

= 𝑡!∗ + (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 𝑛 − 1 ) = 𝑡!∗ + (

1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 𝑛 )	  

This	  gives	  n	  equations	  and	  n	  unknowns.	  I	  solve	  all	  of	  the	  equations	  simultaneously	  and	  

find	  that	  	  

𝑡!∗ = (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 𝑛 )	  
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𝑡!∗ = (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 𝑛 − 1 )	  

…	  

𝑡!!!∗ = (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 2 )	  

𝑡!∗ = (
1
𝑛 +

1
𝑛!

𝑛 + 1
2 − 1 )	  

This	  result	  says	  t1	  should	  be	  the	  nth	  (last)	  ranked	  team	  in	  the	  next	  season.	  The	  team	  

that	  came	  in	  second	  the	  first	  season	  should	  be	  the	  n-‐1,	  or	  2nd	  worst	  team,	  the	  next	  

season.	  This	  means	  that	  to	  maximize	  out-‐of-‐season	  outcome	  uncertainty	  the	  order	  of	  

the	  teams	  in	  between	  seasons	  should	  flip.	  Thus,	  Proposition	  2	  is	  proven.	  

	   Proposition	  2	  says	  that	  the	  actual	  rank	  order	  of	  teams	  should	  switch.	  This	  

means	  that	  success	  one	  year	  is	  negatively	  correlated	  with	  success	  the	  next	  year.	  The	  

negative	  correlation	  ensures	  that	  over	  time	  all	  teams	  are	  equally	  successful.	  

Intuitively,	  this	  will	  prevent	  both	  teams	  from	  runs	  of	  success	  and	  also	  runs	  of	  failure.	  	  

3.3	  	  	  The	  Joint	  Model	  
	  
	   Up	  to	  this	  point	  we	  have	  considered	  leagues	  where	  fans	  only	  care	  about	  one	  

thing.	  The	  resulting	  talent	  distributions	  change	  depending	  on	  which	  type	  of	  

uncertainty	  we	  assume	  fans	  care	  about.	  I	  now	  allow	  fans	  to	  derive	  utility	  from	  both	  

types	  of	  uncertainty.	  The	  model	  can	  be	  set	  up	  as	  	  

𝑈 = αIS+ β  OS	  

where	  α	  and	  β	  are	  weights	  consumers	  attach	  to	  each	  type	  of	  uncertainty.	  The	  

weights	  on	  the	  different	  types	  of	  uncertainty	  will	  determine	  how	  open	  a	  league	  

should	  be.	  
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	   It	  is	  important	  to	  note	  that	  the	  two	  types	  of	  uncertainty	  have	  counteracting	  

effects.	  Consider	  a	  simple	  two-‐team	  league.	  Proposition	  1	  states	  that	  t1	  should	  equal	  

t2	  in	  every	  period.	  	  This	  means	  that	  t*1=t2*.	  Proposition	  2	  states	  that	  t*1=.375,	  which	  is	  

t2,	  and	  t2*=.625,	  which	  is	  t1,	  	  since	  n=2.	  Both	  types	  of	  uncertainty	  pull	  down	  the	  talent	  

level	  of	  t1	  and	  t2.	  However,	  once	  the	  second	  place	  team	  becomes	  more	  talented,	  the	  

two	  types	  of	  outcome	  uncertainties	  pull	  in	  different	  directions.	  	  

	   Based	  on	  this	  we	  can	  say	  something	  about	  the	  solution	  we	  can	  expect.	  We	  

know	  that	  t2*	  in	  the	  optimal	  league	  must	  be	  greater	  than	  .5.	  If	  t2*	  was	  less	  than	  .5	  the	  

league	  could	  increase	  both	  types	  of	  outcome	  uncertainty,	  and	  thus	  increase	  overall	  

utility,	  by	  increasing	  t2*.	  We	  can	  also	  say	  that	  t2*	  must	  be	  less	  than	  .625	  as	  any	  

marginal	  increase	  above	  .625	  decreases	  both	  types	  of	  uncertainty.	  	  

	   All	  this	  is	  saying	  is	  that	  the	  talent	  level	  that	  maximizes	  overall	  utility	  must	  be	  

between	  the	  two	  talent	  levels	  that	  maximize	  utility	  for	  each	  of	  the	  individual	  

uncertainties.	  Where	  in	  that	  range	  the	  talent	  level	  falls	  depends	  on	  the	  weights	  you	  

give	  to	  α	  and	  β.	  	  

Proposition	  3:	  In	  order	  to	  maximize	  fan	  welfare,	  the	  ordering	  of	  teams	  should	  

flip	  every	  year	  and	  the	  difference	  in	  talent	  between	  any	  two	  positions	  should	  

shrink	  relative	  to	  the	  talent	  narrowing	  when	  just	  considering	  in-‐season	  

uncertainty.	  

Proof:	  

	   The	  combined	  function	  is	  	  

𝑈 = 𝛼 𝑙𝑛 𝑡! + 𝑙𝑛  (𝑡!)
!

!!!
!!!

!

!!!

+ 𝛽   𝑙𝑛  (𝑡! +𝑀!)
!

!!!
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Mk	  is	  the	  mapping	  function	  that	  maps	  rank	  to	  talent	  for	  team	  k	  

𝑀! =
1
𝑛 +

1
𝑛! (

𝑛 + 1
2 − 𝑘)	  

	  I	  set	  up	  the	  Lagrangian	  with	  the	  constraint	  that	  the	  sum	  of	  the	  talent	  is	  less	  than	  or	  

equal	  to	  1.	  	  

	  

𝑈 = 𝛼 𝑙𝑛 𝑡! + 𝑙𝑛  (𝑡!)
!

!!!
!!!

!

!!!

+ 𝛽   𝑙 𝑛 𝑡! +𝑀! + 𝜆(1− 𝑡!)
!

!!!

!

!!!

	  

I	  take	  the	  first	  order	  condition	  and	  get	  	  

𝑑𝑈
𝑑𝑡!

=
2𝛼(𝑛 − 1)

𝑡!
+

𝛽  
𝑡! +𝑀!

− 𝜆 = 0  𝑓𝑜𝑟  𝑎𝑙𝑙  𝑖	  

The	  n-‐1	  term	  comes	  from	  the	  fact	  that	  all	  teams	  play	  each	  other	  once,	  and	  so	  each	  

team	  is	  involved	  in	  n-‐1	  individual	  games.	  	  I	  set	  all	  of	  the	  first	  order	  conditions	  equal	  to	  

each	  other	  and	  get	  

2𝛼(𝑛 − 1)
𝑡!

+
𝛽  

𝑡! +𝑀!
=
2𝛼(𝑛 − 1)

𝑡!
+

𝛽  
𝑡! +𝑀!

= ⋯ =
2𝛼(𝑛 − 1)

𝑡!
+

𝛽  
𝑡! +𝑀!

	  

Here	  I	  note	  that	  

𝑀! > 𝑀! > ⋯ > 𝑀!	  

This	  is	  intuitive	  as	  all	  it	  says	  is	  that	  higher	  ranked	  teams	  are	  more	  talented.	  This	  also	  

comes	  from	  the	  mapping	  function	  because	  of	  the	  –n	  term.	  That	  means	  that	  as	  you	  

increase	  n,	  which	  means	  a	  worse	  performing	  team,	  their	  talent	  decreases.	  

	   If	  talent	  is	  distributed	  evenly,	  the	  denominator	  in	  the	  second	  term	  is	  larger	  for	  

teams	  that	  performed	  better	  in	  previous	  years.	  This	  makes	  the	  second	  term	  smaller	  for	  

those	  teams.	  Thus,	  the	  equality	  cannot	  hold	  if	  talent	  is	  distributed	  evenly.	  If	  teams	  that	  
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performed	  better	  in	  previous	  years,	  higher	  Mi,	  had	  higher	  talent	  in	  the	  next	  year,	  then	  

the	  denominators	  in	  both	  terms	  would	  be	  higher	  for	  teams	  that	  performed	  better	  in	  

previous	  years.	  Once	  again	  the	  equality	  would	  not	  hold.	  Thus,	  we	  can	  say	  	  

𝑡! > 𝑡!!! > ⋯ > 𝑡! > 𝑡!	  

Therefore,	  the	  talents	  of	  the	  teams	  should	  flip	  and	  this	  proves	  the	  first	  part	  of	  

Proposition	  3.	  It	  also	  allows	  us	  to	  say	  the	  first	  term	  is	  larger	  for	  teams	  that	  ranked	  

highly	  in	  the	  previous	  year.	  

2𝛼(𝑛 − 1)
𝑡!

>
2𝛼(𝑛 − 1)

𝑡!
> ⋯

2𝛼(𝑛 − 1)
𝑡!

	  

So,	  the	  second	  term	  must	  be	  smaller	  for	  highly	  ranked	  teams	  in	  the	  previous	  year.	  

𝛽  
𝑡! +𝑀!

<
𝛽  

𝑡! +𝑀!
< ⋯ <

𝛽  
𝑡! +𝑀!

	  

This	  can	  be	  simplified	  to	  

𝑡! +𝑀! > 𝑡! +𝑀! > ⋯ > 𝑡! +𝑀!	  

Consider	  any	  two	  given	  teams,	  i	  and	  j,	  where	  i	  is	  the	  team	  that	  was	  ranked	  higher	  in	  

the	  previous	  year.	  Thus,	  

𝑡! +𝑀! > 𝑡! +𝑀! 	  

I	  rearrange	  the	  terms	  to	  say	  

𝑡! − 𝑡! < 𝑀! −𝑀! 	  

The	  left	  hand	  side	  of	  the	  equation	  is	  the	  difference	  in	  talent	  between	  the	  two	  teams	  this	  

period.	  The	  right	  hand	  side	  is	  the	  difference	  in	  talent	  between	  the	  two	  teams	  last	  

period.	  The	  difference	  in	  talent	  between	  any	  two	  ranked	  teams	  this	  year	  must	  be	  less	  

than	  the	  difference	  in	  talent	  of	  teams	  of	  the	  same	  ranking	  the	  previous	  year.	  This	  
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means	  that	  the	  overall	  spread	  of	  the	  talent	  distribution	  narrows.	  Thus,	  the	  second	  part	  

of	  Proposition	  3	  is	  proven.	  

	   No	  matter	  how	  small	  β	  is	  the	  rank	  ordering	  of	  teams	  should	  always	  switch.	  

This	  makes	  intuitive	  sense.	  Only	  out-‐of-‐season	  uncertainty	  is	  concerned	  with	  the	  

performance	  the	  previous	  season.	  Because	  of	  that,	  simply	  narrowing	  the	  spread	  of	  

talent	  can	  never	  be	  optimal.	  One	  could	  always	  keep	  the	  narrowed	  spread	  but	  flip	  the	  

order	  and	  improve	  out-‐of-‐season	  uncertainty	  without	  impacting	  in-‐season	  

uncertainty.	  Thus,	  the	  first	  part	  of	  Proposition	  3	  makes	  intuitive	  sense.	  

	   The	  second	  part	  of	  Proposition	  3	  should	  also	  be	  intuitive.	  Out-‐of-‐season	  

uncertainty	  does	  not	  change	  the	  talent	  distribution;	  it	  merely	  changes	  the	  order	  of	  

the	  teams	  in	  it.	  If	  fans	  also	  care	  about	  in-‐season	  uncertainty	  then	  the	  talent	  

distribution	  must	  narrow.	  This	  means	  that	  the	  difference	  in	  talent	  between	  any	  two	  

ranks	  must	  shrink.	  Therefore,	  both	  aspects	  of	  Proposition	  3	  hold	  both	  

mathematically	  and	  intuitively.	  

	   The	  results	  of	  the	  proof	  do	  not	  depend	  on	  α	  or	  β.	  As	  long	  as	  both	  are	  greater	  

than	  0,	  meaning	  both	  types	  of	  uncertainty	  are	  given	  some	  weight,	  Proposition	  3	  

holds.	  But,	  changing	  α	  or	  β	  will	  change	  how	  much	  the	  spread	  decreases.	  If	  you	  

increase	  α	  the	  spread	  will	  decrease	  by	  more	  whereas	  if	  you	  increase	  β	  the	  spread	  

decreases	  by	  less.	  

4	  	  	  Policies	  
	  
	   Talent	  must	  shift	  among	  teams	  between	  seasons	  to	  reach	  the	  optimal	  talent	  

distribution.	  Individual	  teams	  would	  not	  simply	  give	  up	  talent.	  This	  is	  because	  there	  
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would	  be	  no	  guarantee	  that	  other	  teams	  would	  act	  similarly	  and	  move	  talent	  to	  the	  

jointly	  optimal	  levels.	  Without	  league-‐enforced	  policies	  there	  would	  be	  a	  free	  rider	  

problem	  where	  teams	  would	  benefit	  from	  other	  teams	  sacrificing	  their	  talent	  

without	  doing	  the	  same.	  	  

	   To	  solve	  this	  problem,	  leagues	  must	  adopt	  specific	  policies	  in	  order	  to	  

facilitate	  this	  transfer	  of	  talent	  across	  teams.	  For	  a	  policy	  to	  be	  approved	  it	  must	  be	  

supported	  by	  the	  member	  clubs.	  In	  both	  types	  of	  leagues	  “member	  clubs”	  are	  simply	  

the	  teams	  in	  the	  league.	  This	  definition	  makes	  sense	  for	  a	  closed	  league,	  but	  

becomes	  more	  complicated	  with	  regards	  to	  an	  open	  league.	  But,	  in	  the	  English	  

Premier	  League,	  the	  top	  football	  division	  in	  England,	  policies	  are	  still	  made	  by	  the	  

present	  teams.	  When	  a	  team	  is	  relegated	  they	  simply	  lose	  their	  “shares”	  in	  the	  

league	  and	  transfer	  them	  to	  the	  promoted	  team	  (“About	  the	  Premier	  League”).	  Thus,	  

the	  definition	  still	  holds.	  

	   I	  consider	  the	  effect	  of	  three	  policies	  that	  leagues	  may	  adopt	  to	  transfer	  

talent	  towards	  the	  optimal	  level.	  The	  first	  two	  policies	  will	  have	  to	  do	  with	  how	  

teams	  acquire	  talent.	  One	  is	  a	  salary	  cap,	  which	  is	  an	  attempt	  by	  the	  league	  to	  even	  

out	  the	  ability	  of	  teams	  to	  acquire	  players	  already	  in	  the	  league.	  Another	  is	  a	  draft,	  

which	  is	  a	  method	  a	  league	  can	  use	  for	  assigning	  new	  talent	  to	  teams.	  	  Finally,	  I	  

consider	  promotion	  and	  relegation.	  Promotion	  and	  relegation	  brings	  new,	  talented	  

teams	  into	  the	  league	  and	  removes	  less	  talented	  teams.	  	  

	   I	  also	  consider	  how	  league	  structure	  impacts	  the	  ability	  of	  the	  league	  to	  adopt	  

these	  policies.	  I	  assume	  that	  in	  order	  for	  a	  policy	  to	  be	  adopted	  the	  member	  teams	  

must	  approve	  it.	  I	  argue	  that	  a	  closed	  league	  structure	  better	  allows	  a	  league	  to	  
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adopt	  salary	  cap	  and	  draft	  policies.	  It	  is	  also	  true	  that,	  by	  definition,	  only	  an	  open	  

league	  can	  adopt	  a	  policy	  of	  promotion	  and	  relegation.	  By	  fully	  understanding	  how	  

the	  nature	  of	  the	  league	  promotes	  and	  limits	  certain	  policies	  we	  can	  understand	  

how	  league	  structure	  impacts	  fan	  welfare.	  	  

	   I	  finish	  the	  discussion	  of	  each	  policy	  by	  looking	  at	  how	  North	  American	  

leagues	  and	  European	  leagues	  have	  adopted	  the	  policies	  in	  question.	  While	  I	  look	  at	  

the	  empirical	  evidence,	  it	  is	  not	  a	  robust	  empirical	  test.	  It	  does	  not	  control	  for	  the	  

fact	  that	  the	  leagues	  are	  located	  in	  different	  countries.	  For	  instance,	  it	  does	  not	  try	  to	  

account	  for	  the	  impact	  of	  different	  legal	  regimes.	  It	  is	  not	  intended	  to	  be	  a	  complete	  

econometric	  analysis.	  Rather,	  it	  merely	  serves	  as	  a	  spot	  check	  to	  ensure	  the	  

theoretical	  discussion	  is	  still	  grounded	  in	  reality.	  

	   In	  discussing	  policies	  I	  make	  the	  assumption	  that	  any	  initial	  differences	  in	  

team	  talent	  is	  not	  driven	  by	  certain	  teams	  having	  a	  competitive	  advantage.	  For	  

instance,	  it	  could	  be	  the	  case	  that	  team	  i	  has	  the	  most	  initial	  talent	  because	  they	  are	  

a	  prestigious	  teams	  and	  players	  are	  willing	  to	  be	  paid	  less	  to	  play	  for	  them.	  I	  assume	  

away	  these	  factors	  and	  assume	  that	  every	  team	  is	  identical	  in	  their	  ability	  to	  attract	  

and	  scout	  players.	  I	  make	  no	  restrictions	  on	  what	  the	  initial	  talent	  distribution	  is.	  

But,	  if	  there	  is	  an	  initial	  talent	  distribution	  I	  assume	  it	  is	  driven	  by	  chance	  rather	  

than	  a	  competitive	  advantage.	  

	   I	  also	  consider	  each	  policy	  independently	  and	  treat	  the	  net	  effect	  of	  multiple	  

policies	  as	  simply	  the	  sum	  of	  the	  individual	  effects.	  I	  do	  not	  consider	  how	  adopting	  

one	  policy	  affects	  another	  policies	  effectiveness.	  But,	  this	  assumption	  will	  not	  

influence	  the	  result.	  Interaction	  between	  policies	  may	  change	  their	  effectiveness	  but	  
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not	  the	  direction	  of	  their	  effect.	  I	  do	  not	  size	  the	  policies	  so	  I	  am	  only	  considering	  the	  

direction.	  Thus,	  this	  assumption	  will	  not	  change	  the	  results.	  

4.1	  	  	  Salary	  Cap	  
	  
	   A	  salary	  cap	  places	  a	  limit	  on	  what	  an	  individual	  team	  can	  spend	  on	  players.	  

There	  are	  various	  enforcement	  measures	  that	  a	  league	  can	  use	  to	  enforce	  a	  salary	  

cap,	  most	  commonly	  fines.	  A	  salary	  cap	  can	  seem	  like	  a	  way	  to	  artificially	  limit	  

players’	  wages.	  However,	  at	  least	  in	  the	  United	  States,	  both	  the	  league	  and	  the	  

players	  decide	  the	  salary	  cap	  level.	  Thus,	  while	  a	  salary	  cap	  can	  change	  the	  

distribution	  of	  wages,	  the	  primary	  function	  of	  a	  salary	  cap	  is	  not	  to	  limit	  total	  

players’	  salaries.	  

	   Rather,	  the	  goal	  behind	  the	  salary	  cap	  is	  to	  increase	  parity.	  In	  2005,	  the	  NHL	  

introduced	  a	  salary	  cap	  with	  parity	  as	  the	  driving	  motivation.	  The	  result	  under	  the	  

cap	  system	  is	  that	  “where	  teams	  in	  the	  past	  which	  would	  have	  always	  kept	  players	  

just	  can't	  keep	  them	  all	  anymore”	  according	  to	  the	  St.	  Louis	  Blues	  general	  manager.	  

The	  result	  is	  that	  in	  the	  offseason	  top	  teams	  retain	  less	  of	  their	  talent	  and	  “dynasty	  

days	  are	  a	  thing	  of	  the	  past”	  (LeBrun,	  2015).	  	  	  

	   In	  order	  to	  see	  why	  salary	  caps	  promote	  parity	  we	  need	  to	  make	  several	  

assumptions.	  The	  first	  assumption	  is	  that	  a	  sizeable	  portion	  of	  a	  team’s	  players	  

become	  “free	  agents”	  and	  enter	  the	  market	  at	  the	  end	  of	  a	  season.	  This	  seems	  like	  a	  

reasonable	  assumption	  given	  that	  in	  the	  NFL	  initial	  contracts	  are	  no	  longer	  than	  

four	  years	  (Brandt,	  2014).	  The	  second	  assumption	  is	  that	  free	  agents’	  pay	  is	  

correlated	  with	  their	  talent.	  Given	  the	  competitive	  marketplace	  that	  is	  free	  agency,	  

this	  also	  seems	  reasonable.	  The	  third	  assumption	  is	  that	  success	  is	  correlated	  with	  
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revenue.	  I	  also	  assume	  that	  team	  talent	  is	  simply	  the	  sum	  of	  the	  talent	  on	  the	  team.	  

This	  assumes	  away	  any	  effect	  of	  one	  player’s	  production	  on	  a	  teammate’s	  

production.	  The	  final	  assumption	  is	  that	  each	  team	  has	  the	  same	  amount	  of	  money	  

to	  spend	  in	  free	  agency,	  up	  to	  the	  salary	  cap.	  Both	  of	  the	  final	  assumptions	  may	  not	  

perfectly	  mirror	  reality,	  but	  are	  not	  necessary	  for	  the	  results.	  They	  simply	  allow	  the	  

results	  to	  be	  clearer.	  

	   With	  these	  assumptions	  we	  can	  now	  say	  that	  a	  salary	  cap	  limits	  the	  ability	  of	  

a	  successful	  team	  to	  retain	  their	  talent.	  At	  the	  end	  of	  a	  given	  year	  all	  teams	  lose	  a	  

significant	  portion	  of	  their	  talent	  to	  free	  agency.	  Teams	  that	  are	  more	  talented	  will,	  

on	  expectation,	  lose	  more	  talent	  than	  teams	  that	  are	  less	  talented.	  The	  salary	  cap	  

ensures	  that	  teams	  that	  perform	  well	  are	  not	  able	  to	  use	  their	  success	  to	  outspend	  

worse	  performing	  teams	  in	  the	  free	  agent	  market.	  Without	  a	  salary	  cap	  successful	  

teams,	  which	  due	  to	  their	  success	  have	  more	  revenue,	  would	  be	  able	  to	  outspend	  

unsuccessful	  teams	  and	  maintain	  a	  talent	  advantage.	  But,	  because	  each	  team	  has	  an	  

amount	  to	  spend	  that	  is	  independent	  of	  their	  success,	  the	  top	  teams	  will	  not	  be	  able	  

to	  outbid	  worse	  performing	  teams	  for	  all	  of	  their	  previous	  players	  since	  pay	  is	  

correlated	  with	  talent.	  This	  results	  in	  a	  transfer	  of	  talent	  from	  winning	  teams	  to	  

losing	  teams.	  

	   But,	  this	  does	  not	  allow	  for	  teams	  to	  flip	  in	  rank	  or	  for	  winning	  teams	  to	  

become	  losing	  teams	  and	  vice	  versa.	  Since	  all	  teams	  have	  the	  same	  amount	  to	  spend	  

in	  free	  agency,	  all	  teams	  will	  add	  equal	  amounts	  of	  talent.	  Because	  the	  policy	  allows	  

teams	  to	  add	  talent	  independent	  of	  their	  rank	  it	  cannot	  change	  the	  ordering	  of	  talent	  

in	  a	  league.	  Winning	  teams	  will	  just	  be	  adding	  the	  same	  amount	  of	  talent	  to	  a	  more	  
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talented	  base.	  Thus,	  a	  salary	  cap	  does	  not	  change	  the	  rank	  order	  of	  teams,	  but	  does	  

narrow	  the	  spread	  of	  talent.	  

	   This	  can	  be	  accomplished	  in	  any	  league.	  If	  a	  league	  proposed	  a	  salary	  cap	  that	  

was	  twice	  what	  the	  highest	  team	  paid	  in	  salary	  any	  league	  would	  be	  able	  to	  adopt	  it.	  

Where	  league	  structure	  matters	  is	  in	  determining	  at	  what	  salary	  the	  salary	  cap	  is	  

set.	  Closed	  leagues	  will	  be	  able	  to	  adopt	  a	  salary	  cap	  level	  that	  moves	  talent	  closer	  to	  

the	  optimal	  level.	  In	  a	  closed	  league	  all	  teams	  are	  guaranteed	  to	  still	  be	  a	  member	  of	  

the	  league	  in	  the	  future.	  Thus,	  they	  are	  more	  likely	  to	  be	  willing	  to	  invest	  according	  

to	  the	  long-‐term	  interest	  of	  the	  league.	  	  

	   In	  an	  open	  league	  untalented	  teams	  are	  at	  risk	  of	  being	  kicked	  out	  of	  the	  

league.	  They	  will	  not	  be	  as	  willing	  to	  limit	  their	  payroll	  in	  return	  for	  future	  benefits.	  

Since	  demotion	  is	  costly,	  the	  teams	  at	  risk	  of	  relegation	  have	  an	  incentive	  to	  spend	  

to	  avoid	  relegation.	  They	  have	  less	  incentive	  to	  agree	  to	  lower	  their	  spending	  in	  

order	  to	  get	  higher	  payoffs	  in	  future	  periods	  because	  if	  they	  get	  relegated	  they	  will	  

not	  receive	  that	  payoff.	  This	  causes	  them	  to	  discount	  the	  future	  more,	  which	  makes	  

adaption	  of	  a	  salary	  cap	  more	  difficult.	  	  

	   Empirically	  this	  holds	  true.	  All	  four	  major	  American	  sports	  leagues1	  and	  the	  

Major	  League	  Soccer	  (MLS)	  have	  either	  hefty	  fines	  for	  teams	  that	  spend	  more	  than	  a	  

certain	  amount	  or	  a	  firm	  salary	  cap	  (Pagels,	  2014	  and	  “2016	  MLS	  Roster	  Rules”).	  

However,	  the	  EPL	  has	  a	  weaker	  system	  of	  limiting	  talent	  expenditure.	  The	  EPL	  limits	  

the	  amount	  of	  money	  teams	  can	  lose	  in	  a	  given	  three-‐year	  period.	  The	  goal	  was	  to	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1	  The	  four	  major	  American	  sports	  leagues	  are	  Major	  League	  Baseball	  (MLB),	  the	  
National	  Basketball	  Association	  (NBA),	  the	  National	  Football	  League	  (NFL)	  and	  the	  
National	  Hockey	  League	  (NHL).	  
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prevent	  rich	  owners	  from	  spending	  more	  money	  than	  their	  team	  earns	  in	  order	  to	  

try	  and	  “buy”	  a	  title.	  However,	  this	  is	  not	  a	  salary	  cap	  as	  I	  define	  it	  because	  

successful,	  high	  revenue	  teams	  are	  still	  able	  to	  outspend	  other	  teams.	  In	  fact,	  a	  club	  

owner	  stated	  “It’s	  not	  a	  salary	  cap,	  it’s	  a	  restraint	  on	  over-‐spending”	  (“Premier	  

League	  agrees	  new	  financial	  regulations”,	  2014).	  Thus,	  the	  empirical	  results	  support	  

the	  theoretical	  argument	  that	  a	  closed	  league	  is	  better	  able	  to	  adopt	  a	  salary	  cap	  that	  

aligns	  teams	  incentives	  to	  that	  of	  the	  league.	  

4.2	  	  	  Draft	  
	  
	   A	  draft	  is	  a	  method	  of	  distributing	  new	  talent	  within	  a	  league.	  The	  draft	  order	  

is	  generally	  determined	  by	  the	  previous	  season’s	  winning	  percentage.	  There	  are	  a	  

few	  complications.	  For	  example,	  the	  NBA	  uses	  a	  lottery	  to	  determine	  draft	  spots	  for	  

teams	  that	  miss	  the	  playoffs	  where	  the	  chance	  a	  given	  team	  has	  to	  win	  the	  lottery	  is	  

determined	  by	  their	  record.	  But,	  the	  expected	  draft	  spot	  is	  still	  the	  reverse	  of	  the	  

ranking	  of	  the	  team.	  Another	  complication	  is	  that	  in	  several	  sports	  teams	  can	  lose	  

draft	  picks	  by	  signing	  certain	  free	  agents.	  However,	  the	  team	  voluntarily	  chooses	  to	  

do	  this	  so	  they	  must	  regard	  it	  as	  a	  talent-‐maximizing	  move.	  Therefore,	  it	  does	  not	  

prevent	  the	  draft	  from	  rewarding	  teams	  who	  perform	  poorly	  with	  a	  greater	  amount	  

of	  the	  talent	  coming	  into	  the	  league.	  

	   Enacting	  a	  drafting	  policy	  could	  allow	  the	  rank	  order	  of	  teams	  to	  change	  

because	  the	  additional	  talent	  is	  not	  independent	  of	  a	  team’s	  rank	  the	  previous	  

season.	  This	  can	  be	  clearly	  seen	  if	  you	  imagine	  a	  league	  in	  which	  all	  players	  only	  

played	  for	  one	  year.	  The	  team	  that	  picked	  first,	  the	  worst	  team	  from	  the	  previous	  

year,	  would	  have	  the	  highest	  draft	  spot.	  That	  team	  would	  be	  expected,	  if	  we	  assume	  
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that	  talent	  can	  be	  accurately	  scouted,	  to	  accumulate	  more	  talent	  than	  any	  other	  

team.	  A	  team’s	  talent	  in	  the	  next	  year	  would	  be	  solely	  determined	  by	  the	  team’s	  

performance	  the	  previous	  year.	  As	  the	  draft	  order	  is	  in	  reverse	  rank	  order	  from	  the	  

previous	  year,	  the	  talent	  order	  of	  all	  teams	  would	  flip.	  	  

	   However,	  in	  reality,	  a	  draft	  does	  not	  necessarily	  cause	  the	  rank	  order	  to	  flip.	  

It	  flips	  in	  the	  extreme	  case	  I	  described	  above	  because	  players	  retire	  after	  one	  year	  

and	  the	  sole	  way	  to	  get	  talent	  the	  next	  year	  is	  through	  the	  draft.	  But,	  if	  players	  play	  

more	  than	  one	  season,	  then	  talent	  in	  the	  next	  year	  will	  depend	  on	  talent	  this	  year	  

and	  how	  much	  talent	  they	  acquire	  in	  the	  draft.	  If	  players	  have	  lengthy	  careers	  and	  

the	  additional	  talent	  difference	  is	  large	  enough,	  then	  the	  draft	  may	  not	  add	  enough	  

talent	  to	  bad	  teams	  to	  cause	  the	  rank	  order	  to	  change.	  In	  this	  case	  it	  would	  simply	  

narrow	  the	  spread	  of	  talent.	  	  	  

	   To	  see	  this	  I	  formally	  model	  the	  draft.	  There	  are	  two	  parts	  to	  the	  model.	  The	  

first	  is	  the	  talent	  base	  of	  a	  team	  and	  the	  second	  is	  the	  talent	  added	  to	  a	  team	  through	  

the	  draft.	  I	  model	  the	  first	  part	  as	  	  

𝑡! = (1− 𝑝)𝑡!∗	  

where	  ti*	  is	  the	  talent	  the	  previous	  year	  and	  p	  is	  the	  percentage	  of	  players	  retiring.	  

The	  team’s	  talent	  base	  is	  the	  proportion	  of	  the	  team’s	  talent	  that	  is	  still	  playing	  

multiplied	  by	  the	  team’s	  talent	  at	  the	  end	  of	  the	  season.	  To	  model	  the	  impact	  of	  

incoming	  talent,	  we	  assume	  that	  the	  talent	  incoming	  equals	  the	  talent	  leaving.	  Thus,	  

the	  draft	  just	  determines	  how	  to	  allocate	  p.	  The	  model	  should	  give	  more	  talent	  to	  

worse	  ranked	  teams	  and	  the	  talent	  entering	  the	  league	  should	  sum	  to	  p.	  The	  full	  

model	  is	  thus	  	  
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𝑡! = (1− 𝑝)𝑡!∗ +
𝑖

1+ 2+ 3+⋯+ 𝑛 𝑝	  

The	  second	  term	  awards	  more	  talent	  to	  teams	  that	  are	  worse	  because	  i,	  the	  rank	  of	  

the	  team,	  is	  higher	  for	  worse	  teams.	  It	  also	  sums	  to	  one	  because	  there	  are	  n	  teams.	  

We	  can	  rewrite	  the	  numerator	  and	  simplify	  the	  model	  to	  	  	  	  	  

𝑡! = (1− 𝑝)𝑡!∗ +
2

𝑛! + 𝑛 𝑖𝑝	  

	   In	  order	  to	  see	  what	  the	  draft	  implies	  we	  assume	  a	  simple	  three	  team	  league	  

where	  (t1*,	  t2*	  ,t3*)=(4/9,	  3/9,	  2/9).	  Thus,	  the	  talent	  distribution	  the	  next	  year	  for	  the	  

teams	  is	  

𝑡! = (1− 𝑝)
4
9+

1
6𝑝	  

𝑡! = (1− 𝑝)
3
9+

2
6𝑝	  

𝑡! = (1− 𝑝)
2
9+

3
6𝑝	  

Simplifying	  these	  expressions	  give	  

𝑡! =
4
9−

5
18𝑝	  

𝑡! =
3
9	  

𝑡! =
2
9+

5
18𝑝	  

Solving	  for	  p	  gives	  

𝑝 = .4	  

If	  p	  is	  equal	  to	  .4	  then	  the	  talent	  of	  all	  teams	  in	  the	  league	  is	  equal.	  If	  p	  is	  greater	  than	  

.4	  the	  draft	  is	  successful	  at	  causing	  ranks	  flipping.	  Finally,	  if	  p	  is	  less	  than	  .4	  the	  rank	  



	  

33	  
	  

order	  stays	  the	  same.	  However,	  this	  does	  not	  mean	  that	  a	  draft	  will	  be	  unable	  to	  

cause	  rank	  switching.	  For	  any	  p	  greater	  than	  0	  the	  talent	  distribution	  is	  narrower	  

than	  it	  was	  the	  previous	  year	  and	  thus,	  narrower	  than	  it	  would	  be	  without	  a	  draft.	  

That	  means	  that	  next	  year	  the	  existing	  talent	  bases	  for	  the	  teams	  will	  be	  more	  

tightly	  distributed.	  The	  tighter	  distributed	  the	  talent	  distribution	  is	  the	  lower	  the	  p	  

value	  needed	  to	  cause	  rank	  switching.	  Thus,	  even	  if	  p	  is	  less	  than	  .4	  rank	  switching	  

will	  eventually	  happen.	  	  

	   It	  is	  important	  to	  note	  that	  a	  league	  is	  not	  able	  to	  perfectly	  determine	  p.	  It	  

depends	  on	  things	  such	  as	  the	  career	  length	  for	  players	  in	  the	  league.	  This	  will	  be	  

impacted	  by	  sport	  specific	  factors.	  More	  physical	  sports	  will	  likely	  have	  shorter	  

career	  and	  thus,	  a	  higher	  p.	  Since	  the	  effectiveness,	  how	  quickly	  the	  draft	  causes	  

rank	  switching,	  of	  a	  draft	  depends	  on	  p,	  the	  impact	  of	  the	  draft	  will	  depend	  on	  sport	  

specific	  factors.	  This	  also	  causes	  the	  relative	  desirability	  of	  each	  league	  structure	  to	  

depend	  on	  sport	  specific	  factors.	  

	   Empirically	  it	  seems	  that	  the	  draft	  does	  not	  add	  enough	  talent	  to	  cause	  the	  

rank	  order	  to	  flip.	  For	  instance,	  none	  of	  this	  year’s	  champions	  in	  the	  4	  major	  US	  

sports	  with	  a	  draft	  were	  the	  worst	  team	  in	  the	  league	  in	  the	  previous	  season.	  It	  is	  

here	  that	  the	  limitation	  of	  the	  two	  period	  model	  presents	  itself.	  While	  the	  draft	  may	  

not	  cause	  the	  rank	  order	  to	  flip	  in	  between	  anyone	  season	  it	  will,	  given	  enough	  

seasons,	  allow	  a	  team	  to	  slowly	  move	  up	  the	  league.	  	  

	   There	  are	  two	  possible	  scenarios	  to	  consider.	  The	  first	  is	  where	  the	  draft	  

does	  not	  cause	  the	  rank	  order	  to	  flip	  completely,	  but	  does	  cause	  a	  change	  in	  the	  rank	  

order.	  In	  this	  case	  the	  worst	  team	  from	  a	  season	  will	  gradually	  move	  up	  in	  rank	  until	  
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they	  are	  the	  top	  team.	  They	  will	  then	  begin	  a	  gradual	  fall	  down	  to	  the	  bottom	  again.	  

This	  will	  eventually	  cause	  full	  rank	  flipping,	  but	  not	  in	  just	  two	  periods.	  

	   The	  other	  scenario	  is	  where	  there	  is	  not	  enough	  incoming	  talent	  to	  cause	  any	  

switching	  in	  ranks.	  But,	  the	  draft	  will	  narrow	  the	  talent	  spread.	  The	  next	  season,	  

given	  the	  tighter	  talent	  distribution,	  the	  draft	  will	  either	  cause	  rank	  switching	  or	  will	  

narrow	  the	  talent	  distribution	  further.	  If	  it	  causes	  rank	  switching,	  then	  we	  are	  in	  the	  

situation	  from	  the	  previous	  paragraph	  and	  it	  will	  eventually	  cause	  full	  rank	  flipping.	  

If	  it	  doesn’t	  cause	  rank	  switching	  it	  will	  narrow	  the	  talent	  distribution	  further.	  

Eventually	  the	  talent	  distribution	  will	  narrow	  enough	  so	  that	  rank	  switching	  has	  to	  

happen.	  In	  this	  way	  a	  draft	  inevitably	  causes	  rank	  flipping	  in	  a	  league.	  	  

	   It	  is	  useful	  to	  view	  the	  draft	  as	  a	  progressive	  tax	  on	  incoming	  talent	  based	  on	  

the	  talent	  a	  team	  already	  has.	  The	  talented	  teams	  incoming	  talent	  is	  taxed	  at	  a	  

higher	  rate,	  and	  thus	  they	  have	  less	  incoming	  talent.	  Once	  again	  a	  closed	  league	  is	  

better	  able	  to	  implement	  an	  effective	  draft	  than	  an	  open	  league.	  The	  same	  line	  of	  

reasoning	  applies	  here.	  Teams	  in	  the	  top	  half	  of	  the	  league	  would,	  if	  they	  were	  

playing	  a	  one	  shot	  game,	  vote	  against	  a	  draft.	  Teams	  in	  the	  bottom	  half	  of	  the	  league	  

would	  be	  in	  favor	  of	  it.	  In	  an	  open	  league,	  because	  of	  the	  possibility	  of	  relegation,	  

teams	  discount	  the	  future	  more	  heavily	  and	  thus	  are	  closer	  to	  playing	  a	  one	  shot	  

game.	  Their	  incentives	  are	  not	  aligned	  with	  the	  long-‐term	  wellbeing	  of	  the	  league.	  

Therefore,	  a	  closed	  league	  is	  better	  able	  to	  institute	  a	  higher	  “tax”	  and	  a	  more	  

effective	  draft.	  

	   The	  empirical	  evidence	  once	  again	  supports	  this	  conclusion.	  All	  4	  of	  the	  

major	  US	  sports	  leagues	  and	  the	  MLS	  use	  a	  draft	  to	  assign	  young	  talent	  to	  the	  league.	  
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The	  EPL	  does	  not	  have	  a	  draft	  but	  rather	  allows	  teams	  to	  sign	  young	  players	  on	  an	  

open	  market	  (Goff,	  2015).	  All	  teams	  compete	  on	  this	  market.	  Given	  the	  lack	  of	  a	  

salary	  cap,	  successful	  teams	  are	  able	  to	  spend	  more	  on	  incoming	  talent	  and	  thus	  

further	  add	  to	  their	  talent	  advantage.	  The	  empirical	  evidence	  supports	  the	  fact	  that,	  

as	  predicted,	  closed	  leagues	  are	  better	  able	  to	  adopt	  a	  drafting	  policy.	  

4.3	  	  	  Promotion	  and	  Relegation	  
	  
	   Promotion	  and	  relegation	  is	  a	  policy	  that	  removes	  the	  worst	  performing	  

teams	  from	  a	  league	  and	  replaces	  them	  with	  top	  performing	  teams	  from	  a	  lower	  

league,	  which	  we	  will	  call	  the	  second	  division.	  The	  rational	  for	  promotion	  and	  

relegation	  is	  competitive	  balance.	  Szymanski	  and	  Smith	  write	  that	  “in	  Europe	  the	  

chief	  mechanism	  for	  promoting	  balance…	  has	  been	  the	  promotion	  and	  relegation	  

mechanism”	  (2003,	  p.	  109).	  It	  promotes	  balance	  by	  replacing	  teams	  at	  the	  bottom	  of	  

the	  talent	  distribution	  with	  more	  talented	  teams.	  This	  narrows	  the	  talent	  

distribution	  and	  results	  in	  games	  that	  are	  more	  competitive.	  	  

	   This	  straightforward	  explanation	  relies	  on	  one	  key	  assumption:	  promoted	  

teams	  are	  more	  talented	  than	  teams	  that	  are	  relegated.	  Empirical	  data	  supports	  this	  

assumption.	  If	  there	  were	  no	  talent	  overlap	  we	  would	  expect	  teams	  that	  are	  

relegated	  to	  win	  the	  lower	  league	  the	  next	  year	  and	  get	  promoted	  back	  up.	  But,	  over	  

the	  past	  28	  years	  in	  the	  English	  Premier	  League	  only	  23.5%	  of	  teams	  that	  are	  

relegated	  bounce	  back	  up	  to	  the	  Premier	  League	  the	  next	  season	  (Liew,	  2014).	  This	  

supports	  the	  assumption	  that	  relegated	  teams	  are	  less	  talented	  than	  the	  teams	  

promoted	  to	  replace	  them.	  Because	  the	  league	  is	  replacing	  the	  least	  talented	  teams	  

with	  more	  talented	  teams	  it	  narrows	  the	  talent	  distribution.	  	  
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	   In	  order	  to	  determine	  if	  there	  is	  also	  rank	  switching	  we	  must	  assume	  

something	  about	  the	  number	  of	  teams	  a	  league	  promotes	  and	  relegates.	  	  

The	  league	  should	  promote	  teams	  until	  the	  team	  that	  would	  be	  promoted	  next	  is	  

worse	  than	  the	  team	  that	  would	  be	  relegated.	  Relegating	  that	  team	  would	  not	  be	  an	  

optimal	  policy	  because	  the	  point	  of	  relegation	  is	  to	  replace	  bad	  teams	  with	  better	  

teams.	  Since	  the	  team	  being	  relegated	  is	  better	  than	  the	  team	  being	  promoted	  the	  

league	  would	  not	  promote	  that	  last	  team.	  So,	  the	  league	  promotes	  teams	  until	  the	  

next	  team	  promoted	  is	  worse	  than	  the	  team	  to	  be	  relegated.	  Let	  this	  number	  of	  

teams	  be	  called	  x.	  	  

	   First	  we	  must	  determine	  what	  happens	  to	  the	  talent	  distribution.	  The	  talent	  

of	  the	  teams	  staying	  in	  the	  league	  does	  not	  change.	  But,	  the	  talent	  of	  the	  bottom	  x	  

teams	  does	  change.	  All	  x	  teams	  that	  are	  promoted	  are	  better	  than	  the	  teams	  

relegated.	  Thus,	  the	  talent	  of	  the	  bottom	  x	  teams	  increases.	  Since	  the	  bottom	  of	  the	  

talent	  distribution	  shifts	  up	  and	  the	  top	  stays	  the	  same,	  the	  overall	  talent	  

distribution	  narrows.	  	  

	   The	  second	  step	  is	  to	  figure	  out	  if	  this	  can	  cause	  rank	  switching.	  First,	  we	  

must	  assume	  something	  about	  how	  to	  rank	  the	  incoming	  teams.	  We	  assume	  that	  all	  

incoming	  teams	  have	  the	  same	  talent	  and	  thus	  the	  same	  rank.	  With	  this	  assumption	  

there	  are	  only	  two	  places	  where	  rank	  switching	  can	  happen:	  among	  the	  teams	  that	  

stay	  in	  the	  league,	  and	  between	  a	  promoted	  team	  and	  one	  that	  stayed	  in	  the	  league.	  

We	  will	  analyze	  these	  one	  at	  a	  time.	  	  

	   There	  is	  no	  rank	  switching	  between	  the	  teams	  that	  stay	  in	  the	  league.	  At	  the	  

end	  of	  the	  season	  they	  were	  ranked	  in	  order	  of	  talent.	  Promotion	  and	  relegation	  
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does	  not	  change	  the	  talent	  of	  the	  teams	  not	  affected	  by	  the	  policy.	  Therefore,	  their	  

talents	  are	  the	  same	  as	  at	  the	  end	  of	  the	  season	  and	  thus,	  already	  ordered	  by	  rank.	  	  

	   Finally,	  there	  is	  no	  rank	  switching	  between	  promoted	  teams	  and	  those	  that	  

stay	  in	  the	  league.	  In	  order	  for	  this	  to	  happen	  a	  promoted	  team	  must	  be	  better	  than	  

a	  team	  still	  in	  the	  league,	  which	  we	  will	  call	  team	  y.	  But,	  if	  this	  were	  the	  case	  the	  

league	  would	  relegate	  team	  y	  and	  replace	  it	  with	  a	  more	  talented	  team.	  Because	  of	  

the	  way	  the	  league	  chooses	  the	  number	  of	  teams	  to	  be	  relegated	  it	  is	  not	  possible	  for	  

a	  promoted	  team	  to	  be	  better	  than	  a	  team	  still	  in	  the	  league.	  As	  neither	  possible	  

method	  for	  ranks	  switching	  works,	  the	  policy	  of	  promotion	  and	  relegation	  does	  not	  

improve	  out-‐of-‐season	  uncertainty.	  

5	  	  	  Impact	  of	  League	  Structure	  on	  Fan	  Welfare	  
	  
	   Now	  that	  the	  policy	  options	  available	  to	  a	  league	  based	  on	  league	  structure	  

are	  clear,	  I	  tie	  league	  structure	  to	  fan	  welfare.	  To	  do	  this,	  I	  analyze	  the	  effect	  of	  

league	  structure	  on	  the	  two	  components	  of	  fan	  welfare.	  I	  argue	  that	  open	  leagues	  

may	  be	  more	  able	  to	  adopt	  policies	  that	  improve	  in-‐season	  uncertainty.	  But,	  

depending	  on	  the	  effectiveness	  of	  the	  policies,	  a	  closed	  league	  might	  be	  better	  from	  

the	  perspective	  of	  in-‐season	  uncertainty.	  	  However,	  a	  closed	  league	  is	  unequivocally	  

a	  superior	  league	  structure	  for	  improving	  out-‐of-‐season	  uncertainty.	  

5.1	  	  	  In-‐Season	  Uncertainty	  
	  
	   In-‐season	  uncertainty	  is	  determined	  by	  how	  similarly	  talented	  the	  teams	  in	  

any	  given	  contest	  are.	  I	  have	  proven	  that	  to	  maximize	  in-‐season	  uncertainty	  all	  the	  

teams	  in	  the	  league	  must	  be	  equally	  talented.	  This	  minimizes	  the	  talent	  difference	  in	  
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all	  the	  games.	  Narrowing	  the	  spread	  of	  talent	  improves	  in-‐season	  uncertainty	  

because	  it	  decreases	  the	  talent	  difference	  of	  any	  game.	  Thus,	  it	  improves	  in-‐season	  

uncertainty.	  	  

	   All	  three	  policies	  can	  narrow	  the	  talent	  distribution.	  Salary	  cap	  and	  draft	  

policies	  are	  available	  to	  both	  types	  of	  leagues,	  but	  are	  more	  effective	  in	  a	  closed	  

league.	  The	  third	  policy,	  promotion	  and	  relegation,	  is	  only	  available	  to	  an	  open	  

league.	  Therefore,	  the	  league	  structure	  that	  maximizes	  fan	  welfare	  will	  depend	  on	  

the	  relative	  sizes	  of	  those	  effects.	  The	  size	  of	  the	  net	  effect	  is	  ambiguous	  because	  the	  

effect	  of	  a	  salary	  cap	  depends	  on	  how	  much	  talent	  hits	  the	  free	  agent	  market	  every	  

year	  and	  the	  effect	  of	  a	  draft	  depends	  on	  the	  percentage	  of	  talent	  that	  retires	  and	  

enters	  every	  year.	  

	   However,	  there	  is	  more	  that	  we	  can	  say.	  Certain	  sports	  are	  more	  likely	  to	  be	  

strongly	  impacted	  by	  a	  draft.	  In	  sports	  with	  short	  career	  lengths	  the	  talent	  of	  next	  

year’s	  teams	  is	  more	  based	  on	  the	  incoming	  talent	  and	  less	  on	  the	  talent	  the	  team	  

already	  has.	  Thus,	  the	  optimal	  league	  structure	  depends	  on	  exogenous	  factors	  about	  

the	  nature	  of	  the	  sport.	  Physical,	  contact	  sports	  with	  shorter	  playing	  careers	  may	  

benefit	  more	  from	  a	  draft	  than	  other	  types	  of	  sports.	  In	  addition,	  a	  league	  that	  plays	  

more	  games	  each	  season	  will	  likely	  decrease	  the	  number	  of	  years	  a	  player	  plays.	  

This	  could	  cause	  a	  closed	  league	  to	  be	  superior	  to	  an	  open	  league	  due	  to	  the	  

increased	  effectiveness	  of	  a	  draft.	  

	   In	  all	  four	  major	  American	  sports	  leagues	  the	  average	  playing	  career	  is	  

shorter	  than	  in	  the	  EPL	  (Nelson,	  2013	  and	  “Career	  by	  Numbers:	  Footballer”,	  2010).	  

In	  addition,	  even	  though	  it	  is	  the	  same	  sport,	  the	  average	  MLS	  playing	  career	  is	  
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shorter	  than	  that	  in	  the	  EPL.	  A	  possible	  explanation	  for	  that	  is	  that	  top	  players	  in	  the	  

MLS	  leave	  the	  MLS	  to	  play	  in	  higher	  quality	  European	  leagues.	  This	  additional	  

means	  of	  talent	  leaving	  the	  league	  decreases	  the	  average	  career	  length	  of	  players.	  	  

Because	  of	  the	  shorter	  career	  length	  in	  American	  leagues,	  a	  draft	  is	  more	  effective	  in	  

all	  American	  leagues.	  This	  could	  provide	  an	  alternative	  justification	  for	  why	  we	  see	  

the	  different	  league	  structures	  that	  we	  do	  besides	  from	  the	  fact	  that	  leagues	  are	  

acting	  sub-‐optimally.	  	  	  

5.2	  	  	  Out-‐of-‐Season	  Uncertainty	  
	  
	   There	  is	  only	  one	  policy	  that	  can	  improve	  out-‐of-‐season	  uncertainty:	  the	  

draft.	  It	  is	  the	  only	  policy	  that	  can	  cause	  rank	  switching,	  which	  is	  required	  for	  out-‐of-‐

season	  uncertainty.	  The	  draft	  is	  not	  the	  optimal	  policy,	  as	  it	  does	  not,	  assuming	  

lengthy	  careers,	  cause	  rank	  flipping	  every	  season.	  However,	  it	  allows	  teams	  to	  move	  

along	  the	  talent	  spectrum	  over	  time.	  Because	  of	  this	  a	  draft	  helps	  to	  provide	  fans	  

with	  out-‐of	  season	  uncertainty.	  Closed	  leagues	  are	  better	  situated	  to	  institute	  an	  

effective	  draft.	  Thus,	  I	  expect	  closed	  leagues	  to	  be	  better	  able	  to	  provide	  fans	  with	  

out-‐of-‐season	  uncertainty.	  	  

	   The	  evidence	  supports	  this	  conclusion.	  Since	  the	  creation	  of	  the	  EPL	  in	  1992,	  

one	  team,	  Manchester	  United,	  has	  won	  the	  league	  in	  thirteen	  out	  of	  twenty-‐three	  

seasons.	  In	  total	  just	  five	  teams	  have	  won	  the	  league	  since	  1992.	  The	  lack	  of	  change	  

at	  the	  top	  of	  the	  league	  expands	  beyond	  championships.	  In	  the	  mid	  2000’s	  there	  

emerged	  the	  “big	  four”	  teams	  who	  consistently	  dominated	  the	  league.	  In	  the	  four	  

seasons	  from	  2005	  till	  2009	  the	  “big	  four”	  occupied	  the	  top	  four	  spots	  of	  the	  league	  

every	  year.	  	  This	  streak	  was	  broken	  in	  the	  2009-‐2010	  season	  when	  they	  only	  



	  

40	  
	  

occupied	  the	  top	  three	  spots	  (Smyth	  and	  Ashdown,	  2010).	  This	  prompted	  Newcastle	  

boss	  Kevin	  Keegan	  to	  say	  “The	  top	  four	  next	  year	  will	  be	  the	  same	  top	  four	  as	  this	  

year”.	  Keegan	  recognized	  the	  dangers	  of	  this	  lack	  of	  parity	  and	  said,	  “This	  league	  is	  

in	  danger	  of	  becoming	  one	  of	  the	  most	  boring	  but	  great	  leagues	  in	  the	  world”	  

(“Power	  of	  the	  Top	  Four	  Concerns	  Keegan,	  2008).	  The	  league	  was	  great	  because	  the	  

top	  four	  teams	  were	  immensely	  talented	  and	  performed	  well	  in	  international	  

competitions.	  But,	  the	  lack	  of	  uncertainty	  regarding	  who	  would	  dominate	  the	  league	  

lessened	  fans’	  interest	  and	  excitement.	  

	   This	  stands	  in	  stark	  contrast	  to	  the	  big	  four	  American	  sports	  leagues.	  For	  

instance,	  in	  the	  NFL,	  five	  different	  teams	  have	  won	  the	  league	  in	  the	  past	  five	  years	  

as	  compared	  to	  five	  teams	  winning	  in	  the	  past	  twenty-‐three	  years	  in	  the	  EPL.	  This	  is	  

true	  across	  the	  other	  major	  American	  sports.	  The	  NBA,	  MLB,	  and	  NHL	  have	  had	  five	  

different	  champions	  in	  the	  past	  six,	  seven	  and	  eight	  years	  respectively.	  However,	  

this	  is	  not	  a	  perfect	  comparison	  because	  the	  four	  major	  American	  leagues	  have	  more	  

teams	  than	  the	  EPL	  and	  it	  does	  not	  adjust	  for	  the	  fact	  that	  the	  leagues	  play	  different	  

sports.	  But,	  even	  the	  MLS,	  which	  has	  the	  same	  number	  of	  teams	  as	  the	  EPL,	  has	  a	  

better	  record	  of	  parity.	  In	  the	  MLS	  five	  different	  teams	  have	  won	  the	  league	  in	  just	  

the	  last	  seven	  years.2	  The	  empirical	  evidence	  overwhelming	  shows	  that	  leagues	  with	  

a	  draft	  are	  better	  able	  to	  provide	  parity	  to	  fans.	  

5.3	  	  	  Net	  Effect	  on	  Fan	  Welfare	  
	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
2	  For	  the	  numbers	  on	  previous	  championships	  I	  looked	  at	  and	  analyzed	  historical	  
standings	  data	  that	  is	  readily	  available	  online.	  I	  retrieved	  the	  data	  from	  the	  leagues’	  
official	  websites.	  
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	   While	  the	  effect	  of	  league	  structure	  on	  in-‐season	  uncertainty	  is	  ambiguous,	  

closed	  leagues	  are	  clearly	  better	  at	  providing	  out-‐of-‐season	  uncertainty	  to	  fans.	  

Therefore,	  in	  leagues	  where	  fans	  care	  more	  about	  out-‐of-‐season	  uncertainty,	  β	  is	  

large,	  a	  closed	  league	  is	  the	  optimal	  league	  structure.	  If	  fans	  care	  more	  heavily	  about	  

in-‐season	  outcome	  uncertainty,	  α	  is	  large	  relative	  to	  β,	  the	  result	  is	  less	  clear.	  I	  

expect	  that	  if	  the	  league	  consists	  of	  many	  games,	  is	  a	  physical	  sport,	  and	  player’s	  

careers	  are	  short,	  then	  the	  closed	  league	  will	  do	  better	  than	  the	  open	  league	  in	  terms	  

of	  in-‐season	  uncertainty.	  As	  closed	  leagues	  are	  also	  superior	  at	  providing	  out-‐of-‐

season	  uncertainty,	  the	  closed	  league	  would	  be	  the	  optimal	  policy	  choice.	  

	   However,	  if	  careers	  are	  longer,	  then	  the	  benefit	  of	  a	  draft	  is	  overcome	  by	  the	  

benefit	  of	  demoting	  the	  worst	  teams.	  In	  that	  situation	  the	  open	  league	  better	  

provides	  in-‐season	  outcome	  uncertainty.	  If	  α	  is	  suitably	  large	  the	  advantage	  in	  in-‐

season	  uncertainty	  of	  an	  open	  league	  can	  outweigh	  the	  benefits	  in	  out-‐of-‐season	  

uncertainty	  of	  a	  closed	  league.	  This	  would	  make	  the	  open	  league	  an	  optimal	  policy.	  	  

6	  	  	  Extension:	  Varying	  Fan	  Base	  Size	  
	  
	   How	  I	  have	  modeled	  what	  fans	  care	  about	  is	  simplistic.	  No	  model	  will	  capture	  

every	  detail	  fans	  care	  about.	  As	  such,	  I	  do	  not	  try	  to	  include	  every	  potentially	  

relevant	  factor.	  But,	  I	  have	  thus	  far	  assumed	  away	  one	  important	  thing	  fans	  care	  

about.	  So	  far,	  I	  have	  assumed	  that	  fans	  care	  solely	  about	  the	  two	  types	  of	  outcome	  

uncertainty.	  But,	  fans	  also	  care	  about	  their	  team	  winning.	  I	  will	  attempt	  to	  expand	  

my	  model	  so	  that	  fans	  care	  about	  not	  only	  the	  uncertainty	  of	  the	  league	  but	  also	  how	  

well	  their	  particular	  team	  does.	  
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	   	  In	  order	  to	  incorporate	  the	  utility	  fans	  get	  from	  their	  particular	  team	  

winning,	  I	  add	  a	  third	  term	  to	  the	  utility	  function.	  The	  third	  term	  will	  be	  a	  function	  of	  

the	  number	  of	  fans	  a	  team	  has	  and	  how	  successful	  a	  team	  is.	  The	  first	  part	  of	  this	  is	  

relatively	  straightforward	  to	  model.	  I	  find	  total	  fan	  welfare	  by	  summing	  up	  the	  

individual	  welfare	  of	  each	  fan.	  Thus,	  I	  multiply	  the	  third	  term	  by	  Fi	  where	  Fi	  is	  the	  

number	  of	  fans	  a	  team	  has.	  It	  is	  a	  bit	  trickier	  to	  model	  how	  fans	  care	  about	  success.	  

For	  the	  sake	  of	  simplicity	  I	  model	  teams	  as	  caring	  only	  about	  their	  talent	  level.	  The	  

rationale	  for	  this	  is	  that	  the	  more	  talented	  the	  team	  is	  the	  more	  likely	  the	  team	  is	  to	  

be	  successful.	  

	   In	  addition,	  I	  insert	  fan	  base	  size	  into	  both	  types	  of	  uncertainty	  and	  assume	  

that	  what	  fans	  care	  about	  is	  the	  uncertainty	  for	  their	  specific	  team.	  The	  model	  now	  

becomes	  

𝑈 = α (𝐹! )[ln 𝑡! + ln(𝑡!)]
!

!!!
!!!

!

!!!

+ β   𝐹!𝑙𝑛  (𝑡! +𝑀!)
!
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	   My	  inclusion	  of	  Fi	  in	  the	  out-‐of-‐season	  term	  should	  be	  readily	  

understandable.	  However,	  at	  first	  glance,	  one	  might	  be	  confused	  about	  the	  

modification	  to	  the	  in-‐season	  uncertainty	  term.	  One	  might	  think	  that	  instead	  of	  Fi	  it	  

should	  be	  Fi+Fj	  as	  it	  is	  the	  total	  fan	  base	  size	  that	  matters.	  But,	  Fj	  is	  already	  taken	  

into	  account	  because	  of	  the	  fact	  that	  there	  is	  double	  counting	  of	  games.	  For	  every	  

game	  (i,	  j),	  there	  will	  also	  be	  a	  game	  (j,	  i).	  These	  two	  games	  are	  the	  same	  game.	  One	  

of	  the	  terms	  for	  this	  game	  will	  have	  an	  Fi	  while	  the	  other	  will	  have	  an	  Fj..	  	  Factoring	  

out	  the	  terms	  inside	  the	  brackets	  yields	  (Fi+Fj).	  This	  avoids	  the	  double	  counting.	  If	  I	  

did	  double	  count	  then	  I	  would	  get	  2(Fi+Fj).	  This	  result	  says	  that	  doubling	  the	  fan	  
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base	  size	  of	  both	  teams	  would	  quadruple	  the	  in-‐season	  outcome	  uncertainty.	  The	  

way	  I	  have	  constructed	  the	  model	  avoids	  this	  problem.	  

	   In	  order	  to	  get	  an	  intuitive	  understanding	  of	  how	  the	  model	  changed	  from	  

before	  it	  is	  useful	  to	  run	  through	  some	  examples.	  If	  every	  team	  had	  the	  same	  fan	  

base	  size	  we	  would	  expect	  the	  model	  to	  give	  the	  same	  result	  for	  each	  team’s	  talent.	  If	  

every	  team’s	  fan	  base	  were	  the	  same	  size	  then	  Fi	  would	  be	  the	  same	  for	  every	  team.	  

If	  this	  was	  the	  case	  we	  could	  pull	  out	  the	  Fi	  and	  the	  third	  term	  would	  become	  	  

γF 𝑡!

!

!!!

	  

where	  F	  is	  the	  size	  of	  a	  fan	  base.	  I	  simplify	  this	  further	  since	  talent	  is	  normalized	  to	  

one.	  The	  summation	  term	  is	  thus	  equal	  to	  1	  and	  can	  be	  dropped	  out.	  I	  then	  pull	  out	  

the	  F’s	  from	  the	  other	  two	  terms	  and	  rewrite	  the	  overall	  equation	  as	  	  

𝑈 = 𝐹α ln 𝑡! + ln  (𝑡!)
!

!!!
!!!

!

!!!

+ βF   𝑙 𝑛 𝑡! +𝑀! + γF
!

!!!

	  

Factoring	  out	  an	  F	  gives	  	  

𝑈 = 𝐹[α ln 𝑡! + ln  (𝑡!)
!

!!!
!!!

!

!!!

+ β   𝑙 𝑛 𝑡! +𝑀! + γ]
!

!!!

	  

Solving	  this	  with	  respect	  to	  the	  talent	  of	  the	  teams	  yields	  the	  same	  result	  as	  before.	  

The	  first	  order	  conditions	  are	  identical	  up	  to	  a	  scalar	  multiple	  of	  F.	  When	  set	  equal	  

to	  each	  other,	  the	  Fs	  cancel.	  Thus,	  the	  results	  are	  the	  same	  with	  respect	  to	  team	  

talent.	  The	  only	  difference	  is	  the	  utility	  would	  also	  depend	  linearly	  on	  F,	  the	  average	  

size	  of	  a	  fan	  base.	  This	  makes	  sense;	  if,	  ceteris	  paribus,	  the	  fan	  base	  of	  the	  league	  
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doubled,	  you	  would	  expect	  the	  overall	  fan	  welfare	  to	  double	  as	  you	  are	  providing	  

the	  same	  product	  to	  twice	  as	  many	  people.	  

	   It	  is	  harder	  to	  see	  right	  from	  the	  equation	  what	  would	  happen	  if	  the	  fan	  bases	  

had	  different	  sizes.	  But,	  if	  we	  were	  solely	  concerned	  about	  γ,	  then	  maximizing	  utility	  

would	  result	  in	  awarding	  all	  the	  talent	  to	  the	  team	  with	  the	  largest	  fan	  base.	  

Following	  this	  intuition,	  we	  could	  expect	  that	  when	  we	  are	  not	  solely	  concerned	  

about	  γ	  the	  effect	  of	  the	  third	  term	  would	  be	  to	  give	  teams	  with	  larger	  fan	  bases	  

more	  talent	  than	  they	  would	  otherwise	  receive.	  This	  also	  makes	  intuitive	  sense.	  The	  

following	  proposition	  formalizes	  this.	  

Proposition	  4:	  Larger	  fan	  bases	  should	  get	  more	  talent	  then	  they	  received	  

when	  fan	  base	  size	  was	  not	  taken	  into	  account.	  

Proof:	  

	   The	  utility	  function	  is	  modeled	  the	  same	  way	  as	  justified	  earlier	  

𝑈 = 𝛼 (𝐹! )[𝑙𝑛 𝑡! + 𝑙𝑛(𝑡!)]
!

!!!
!!!

!

!!!

+ 𝛽   𝐹!𝑙𝑛  (𝑡! +𝑀!)
!

!!!

+ 𝛾 𝐹!𝑡!

!

!!!

	  

I	  set	  up	  the	  Lagrangian	  as	  	  

𝑈 = 𝛼 (𝐹! )[𝑙𝑛 𝑡! + 𝑙𝑛(𝑡!)]
!

!!!
!!!

!

!!!

+ 𝛽   𝐹!𝑙𝑛  (𝑡! +𝑀!)
!

!!!

+ 𝛾 𝐹!𝑡!

!

!!!

+ 𝜆(1− 𝑡!)
!

!!!

	  

I	  take	  the	  first	  order	  conditions	  

𝑑𝑈
𝑑𝑡!

=
2𝛼𝐹!(𝑛 − 1)

𝑡!
+

𝐹!𝛽  
𝑡! +𝑀!

+ 𝛾𝐹! − 𝜆 = 0	  

𝑑𝑈
𝑑𝑡!

=
2𝛼𝐹!(𝑛 − 1)

𝑡!
+

𝐹!𝛽  
𝑡! +𝑀!

+ 𝛾𝐹! − 𝜆 = 0	  
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…	  

𝑑𝑈
𝑑𝑡!

=
2𝛼𝐹!(𝑛 − 1)

𝑡!
+

𝐹!𝛽  
𝑡! +𝑀!

+ 𝛾𝐹! − 𝜆 = 0	  

I	  set	  these	  equal	  

2𝐹!𝛼(𝑛 − 1)
𝑡!

+
𝐹!𝛽  

𝑡! +𝑀!
+ 𝛾𝐹! =

2𝐹!𝛼(𝑛 − 1)
𝑡!

+
𝐹!𝛽  

𝑡! +𝑀!
+ 𝛾𝐹! = ⋯

=
2𝐹!𝛼 𝑛 − 1

𝑡!
+

𝐹!𝛽  
𝑡! +𝑀!

+ 𝛾𝐹!	  

I	  then	  factor	  out	  the	  fan	  base	  size	  to	  get	  

𝐹![
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾] = 𝐹![
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾] = ⋯

= 𝐹![
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾]	  

	  

It	  is	  important	  to	  note	  that	  I	  am	  not	  assuming	  the	  fan	  base	  sizes	  are	  ordered	  in	  the	  

same	  way	  as	  the	  mapping	  function.	  I	  make	  no	  restrictive	  assumptions	  about	  the	  fan	  

base	  sizes.	  	  

	   In	  order	  to	  prove	  the	  proposition	  take	  any	  two	  teams.	  As	  the	  proposition	  

concerns	  the	  change	  from	  the	  previous	  result	  we	  will	  start	  at	  the	  previous	  result.	  The	  

previous	  result	  had	  the	  first	  two	  terms	  inside	  the	  brackets	  as	  being	  equal.	  We	  can	  then	  

say	  that	  the	  terms	  inside	  the	  brackets	  are	  equal	  since	  γ	  is	  a	  constant.	  	  

[
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾] = [
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾]	  

Solving	  this	  gives	  us	  the	  previous	  result	  for	  tl	  and	  tk.	  Now	  consider	  one	  fan	  base	  is	  

larger.	  I	  assume	  that	  team	  l	  has	  the	  larger	  fan	  base,	  but	  that	  team	  l	  is	  not	  necessarily	  

higher	  ranked	  than	  team	  k.	  
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	   We	  can	  now	  say	  that	  	  

𝐹!
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾 > 𝐹![
2𝛼 𝑛 − 1

𝑡!
+

𝛽  
𝑡! +𝑀!

+ 𝛾]	  

The	  control	  variable	  is	  the	  team	  talent	  levels.	  In	  order	  to	  make	  this	  equation	  into	  an	  

equality	  we	  must	  reduce	  the	  term	  in	  the	  bracket	  for	  team	  l.	  To	  do	  this	  we	  must	  

increase	  tl.	  Alternatively	  we	  could	  decrease	  the	  right	  side	  of	  the	  equation	  by	  decreasing	  

tk.	  Either	  way	  the	  result	  is	  the	  same.	  The	  team	  with	  the	  larger	  fan	  base	  gets	  relatively	  

more	  talent	  than	  the	  previously	  optimal	  level.	  Since	  the	  teams	  chosen	  were	  not	  specific	  

teams	  this	  is	  generalizable	  over	  the	  whole	  league.	  Thus,	  Proposition	  4	  is	  proven.	  

7	  	  	  Conclusion	  
	  
	   The	  structure	  of	  the	  league	  has	  a	  profound	  impact	  on	  the	  product	  that	  the	  

league	  ultimately	  produces.	  This	  paper	  investigates	  both	  what	  fans’	  preferred	  talent	  

distribution	  is	  and	  how	  different	  league	  structures	  enable	  a	  league	  to	  realize	  that	  

distribution.	  I	  identify	  and	  model	  two	  distinct	  types	  of	  outcome	  uncertainty	  that	  

consumers	  care	  about.	  I	  solve	  out	  both	  models	  individually	  to	  demonstrate	  the	  

optimal	  talent	  distribution	  for	  a	  league	  where	  fans	  solely	  care	  about	  a	  given	  type	  of	  

outcome	  uncertainty.	  I	  then	  weight	  the	  two	  types	  of	  uncertainty	  and	  solve	  the	  joint	  

optimization	  model	  to	  show	  the	  ideal	  talent	  distribution	  for	  a	  league.	  	  

	   I	  proceed	  to	  examine	  policies	  that	  shift	  the	  talent	  distribution	  towards	  the	  

optimal	  level	  and	  how	  league	  structure	  affects	  the	  ability	  of	  a	  league	  to	  adopt	  these	  

policies.	  I	  find	  that	  a	  closed	  league	  is	  more	  able	  to	  utilize	  a	  salary	  cap	  and	  a	  draft,	  

while	  an	  open	  league	  is	  able	  to	  utilize	  promotion	  and	  relegation.	  The	  draft	  is	  the	  
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only	  policy	  that	  improves	  out-‐of-‐season	  outcome	  uncertainty.	  Therefore,	  a	  closed	  

league	  is	  better	  at	  providing	  fans	  with	  out-‐of-‐season	  outcome	  uncertainty.	  All	  three	  

policies	  considered	  can	  promote	  in-‐season	  outcome	  uncertainty.	  This	  prevents	  a	  

conclusion	  from	  being	  reached	  on	  what	  league	  structure	  best	  promotes	  in-‐season	  

outcome	  uncertainty.	  

	   The	  results	  do	  not	  allow	  us	  to	  reach	  a	  conclusion	  about	  which	  league	  

structure	  is	  strictly	  best.	  The	  relative	  effectiveness	  of	  specific	  policies	  will	  depend	  on	  

the	  nature	  of	  the	  sport	  played	  in	  the	  league.	  In	  addition,	  the	  optimal	  policy	  will	  

depend	  on	  how	  the	  fans	  weight	  the	  two	  types	  of	  outcome	  uncertainty.	  However,	  the	  

results	  do	  suggest	  that	  both	  league	  structures	  could	  be	  optimal.	  They	  also	  suggest	  

that,	  given	  the	  differences	  in	  career	  lengths	  between	  European	  leagues	  and	  

American	  leagues,	  the	  presence	  of	  different	  league	  structures	  may	  not	  be	  inefficient.	  	  

 Further	  research	  should	  be	  done	  to	  loosen	  several	  of	  the	  model’s	  important	  

assumptions.	  The	  model	  assumes	  that	  talent	  is	  perfectly	  observed,	  however	  this	  is	  

not	  an	  accurate	  reflection	  of	  reality.	  The	  model	  should	  be	  expanded	  to	  include	  a	  

noisy	  talent	  distribution.	  Related	  to	  a	  noisy	  talent	  distribution,	  the	  model	  should	  be	  

extended	  so	  that	  the	  most	  talent	  is	  the	  most	  likely	  to	  win	  the	  league	  rather	  than	  

guaranteed	  to.	  In	  addition,	  the	  model	  assumes	  that	  team	  production	  is	  simply	  the	  

sum	  of	  the	  individual	  talent.	  Future	  work	  in	  this	  area	  should	  relax	  this	  assumption.	  

Attempts	  should	  also	  be	  made	  to	  endogenize	  the	  initial	  talent	  distribution.	  In	  

addition,	  the	  model	  in	  this	  paper	  is	  fairly	  static.	  Future	  papers	  should	  attempt	  to	  

develop	  a	  more	  dynamic	  model	  that	  considers	  more	  that	  just	  two	  seasons.	  

Additional	  research	  should	  also	  be	  done	  to	  attempt	  to	  empirically	  size	  the	  effects	  of	  
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the	  various	  policies	  while	  controlling	  for	  country	  specific	  factors.	  This	  will	  allow	  for	  

stronger	  policy	  recommendations	  to	  be	  made.	  	  

	  

	  

	  

	  

	  

	  

	  

	  

	  

	  

	  
	  

	  

	  



	  

49	  
	  

References	  
	  

2016 MLS Player Rules and Regulations Summary. (2016). Retrieved from 

http://pressbox.mlssoccer.com/content/roster-rules-and-regulations 

About Premier League: Who We Are. (n.d.). Retrieved from 

http://www.premierleague.com/content/premierleague/en-gb/about/who-we-are.html 

Adams, W., & Brock, J. W. (1997). Monopoly, monopsony, and vertical collusion: Antitrust policy and 

professional sports. Antitrust Bull., 42, 721. 

Andreff, W. (2011). Some comparative economics of the organization of sports: Competition and regulation in 

north American vs. European professional team sports leagues. European Journal of Comparative 

Economics, 8(1), 3–27. 

Andreff, W., & Staudohar, P. D. (2000). The evolving European model of professional sports finance. Journal of 

Sports Economics, 1(3), 257–276. 

Andrew Brandt. (2014, May 22). The New Age of Rookie Contract Negotiations. Retrieved from 

http://mmqb.si.com/2014/05/22/nfl-rookie-contract-negotiations 

Arbo, P., & Benneworth, P. (2007). Understanding the regional contribution of higher education institutions. 

Retrieved from http://www.oecd-ilibrary.org/education/understanding-the-regional-contribution-of-higher-

education-institutions_161208155312 

Brian Goff. (2015). Growing Competitive Equality In Spite of Large Income Inequality In The English Premier 

League. Retrieved from http://www.forbes.com/sites/briangoff/2015/12/28/growing-competitive-equality-

in-spite-of-large-income-inequality-in-the-english-premier-league/#34d7b9806cbb 

Buraimo, B., Forrest, D., & Simmons, R. (2007). Freedom of entry, market size, and competitive outcome: 

evidence from english soccer. Southern Economic Journal, 204–213. 

Buraimo, B., & Simmons, R. (2008). Do sports fans really value uncertainty of outcome? Evidence from the 

English Premier League. International Journal of Sport Finance, 3(3), 146–155. 

Buzzacchi, L., Szymanski, S., & Valletti, T. M. (2003). Equality of Opportunity and Equality of Outcome: Open 

Leagues, Closed Leagues and Competitive Balance*# We thank the Editor and an anonymous referee for 

helpful comments. Journal of Industry, Competition and Trade, 3(3), 167–186. 



	  

50	  
	  

Caplin, A., & Leahy, J. (2001). Psychological expected utility theory and anticipatory feelings. Quarterly Journal 

of Economics, 55–79. 

Career by numbers: Footballer. (2010, May 19). The Guardian. Retrieved from 

http://www.theguardian.com/money/2010/mar/20/professional-footballer-career 

D. Borwein, J. M. Borwein, & P. Marechal. (2000). Surprise MAximization. Retrieved from 

http://www.yaroslavvb.com/papers/borwein-surprise.pdf 

Eckard, E. W. (2005). Team promotion in early major league baseball and the origin of the closed sports league. 

Explorations in Economic History, 42(1), 122–152. http://doi.org/10.1016/j.eeh.2004.06.004 

Finals Champions and MVPs. (n.d.). Retrieved from http://www.nba.com/history/awards_finalschampsmvp.html 

Flynn, M. A., & Gilbert, R. J. (2001). The analysis of professional sports leagues as joint ventures. The Economic 

Journal, 111(469), 27–46. 

Forrest, D., Simmons, R., & Buraimo, B. (2005). Outcome uncertainty and the couch potato audience. Scottish 

Journal of Political Economy, 52(4), 641–661. 

Fort, R., & Quirk, J. (2004). Owner Objectives and Competitive Balance. Journal of Sports Economics, 5(1), 20–

32. http://doi.org/10.1177/1527002503261275 

Garcia-del-Barrio, P., & Pujol, F. (2007). Hidden monopsony rents in winner-take-all markets—sport and 

economic contribution of Spanish soccer players. Managerial and Decision Economics, 28(1), 57–70. 

http://doi.org/10.1002/mde.1313 

Grier, K. B., & Tollison, R. D. (1994). The rookie draft and competitive balance: The case of professional 

football. Journal of Economic Behavior & Organization, 25(2), 293–298. 

Hill, J. R., & Groothuis, P. A. (2001). The new NBA collective bargaining agreement, the median voter model, 

and a Robin Hood rent redistribution. Journal of Sports Economics, 2(2), 131–144. 

Jasina, J., & Rotthoff, K. (2012). A model of promotion and relegation in league sports. Journal of Economics 

and Finance, 36(2), 303–318. http://doi.org/10.1007/s12197-009-9120-4 

Jim Pagels. (2014, August 19). Are Salary Caps for Professional Athletes Fair? Retrieved from 

http://priceonomics.com/are-salary-caps-for-professional-athletes-fair/ 

Jones, I. (1997). Mixing qualitative and quantitative methods in sports fan research. The Qualitative Report, 3(4), 

1–8. 



	  

51	  
	  

Kahn, L. M. (2003). Sports League Expansion and Economic Efficiency: Monopoly Can Enhance Consumer 

Welfare. Retrieved from http://papers.ssrn.com/sol3/papers.cfm?abstract_id=484962 

Liew, J. (2014, May 13). How often do relegated Premier League clubs bounce straight back from the 

Championship? The Telegraph. Retrieved from 

http://www.telegraph.co.uk/sport/football/competitions/championship/10826050/How-often-do-relegated-

Premier-League-clubs-bounce-straight-back-from-the-Championship.html 

MLS Standings. (n.d.). MLS. Retrieved from http://www.mlssoccer.com/standings/mls 

Neale, W. C. (1964). The Peculiar Economics of Professional Sports: A Contribution to the Theory of the Firm in 

Sporting Competition and in Market Competition. The Quarterly Journal of Economics, 78(1), 1. 

http://doi.org/10.2307/1880543 

Nelson, J. (2013, July 22). The Longest Professional Sports Careers. Retrieved from 

http://www.rsvlts.com/2013/07/22/longest-sports-careers/ 

Noll, R. G. (2002). The Economics of Promotion and Relegation in Sports Leagues The Case of English Football. 

Journal of Sports Economics, 3(2), 169–203. 

Osborne, E. (2012). Upsets. Journal of Sports Economics, 13(3), 314–320. 

http://doi.org/10.1177/1527002511416562 

Paul, R. J., & Weinbach, A. P. (2007). The uncertainty of outcome and scoring effects on Nielsen ratings for 

Monday Night Football. Journal of Economics and Business, 59(3), 199–211. 

http://doi.org/10.1016/j.jeconbus.2006.05.001 

Pawlowski, T., Breuer, C., & Hovemann, A. (2010). Top Clubs’ Performance and the Competitive Situation in 

European Domestic Football Competitions. Journal of Sports Economics, 11(2), 186–202. 

http://doi.org/10.1177/1527002510363100 

Pierre LeBrun. (2015, April 10). Talent spread across teams like never before. Retrieved from 

http://espn.go.com/nhl/story/_/id/12661242/nhl-salary-cap-created-full-parity-league 

Power of top four concerns Keegan. (2008, May 6). BBC. Retrieved from 

http://news.bbc.co.uk/sport2/hi/football/teams/n/newcastle_united/7384247.stm 

Premier League agrees new financial regulations. (2013, February 8). Retrieved from 

http://www.bbc.com/sport/football/21374699 



	  

52	  
	  

Premier League History. (n.d.). The Premier League. Retrieved from http://www.premierleague.com/en-

gb/history/season-select.html 

Puterman, M. L., & Wang, Q. (2011). Optimal dynamic clustering through relegation and promotion: How to 

design a competitive sports league. Journal of Quantitative Analysis in Sports, 7(2). Retrieved from 

http://www.degruyter.com/view/j/jqas.2011.7.2/jqas.2011.7.2.1325/jqas.2011.7.2.1325.xml 

R. Duncan Luce. (1959). Individual Choice Behavior: A Theoretical Analysis. 

Rottenberg, S. (1956). The baseball players’ labor market. The Journal of Political Economy, 242–258. 

Simmons, R. (2007). Overpaid athletes? Comparing American and European football. WorkingUSA, 10(4), 457–

471. 

Sloane, P. J. (2006). Rottenberg and the economics of sport after 50 years: An evaluation. Retrieved from 

http://papers.ssrn.com/sol3/papers.cfm?abstract_id=918719 

Smyth, R., & Josh Ashdown. (2010, April 6). Is the Premier League Big Four the most dominant ever?, p. The 

Guardian. 

Stanley Cup Champions and Finalists. (n.d.). NHL. Retrieved from http://www.nhl.com/ice/page.htm?id=25426 

Stefan Szymanski, & Ron Smith. (2003). Transatlantic Sport: The Comparative Economics of North American 

and European Sports. 

Super Bowl History. (n.d.). NFL. Retrieved from http://www.nfl.com/superbowl/history 

Szymanski, S., & Kesenne, S. (2004). Competitive balance and gate revenue sharing in team sports. The Journal 

of Industrial Economics, 52(1), 165–177. 

Vrooman, J. (2009). Theory of the Perfect Game: Competitive Balance in Monopoly Sports Leagues. Review of 

Industrial Organization, 34(1), 5–44. http://doi.org/10.1007/s11151-009-9202-7 

World Series History: Championships by Club. (n.d.). MLB. Retrieved from 

http://mlb.mlb.com/mlb/history/postseason/mlb_ws.jsp?feature=club_champs 

	  

	  


